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ABSTRACT When full-parameter updates are impractical for large language models (LLMs), parameter-
efficient fine-tuning (PEFT) is commonly employed to reduce the number of trainable parameters. Classical
PEFT methods, such as low-rank adaptation (LoRA), are limited to linear transformations and may not
capture complex high-order feature interactions under stringent parameter constraints. In contrast, param-
eterized quantum circuits (PQCs) provide high-order expressivity per qubit rotation degree of freedom.
Inspired by PQCs, in this article, we propose quantum cross-hybrid fine-tuning (QCHFT), a suite of four
PQC-augmented adapters: matrix product state PQC, alternating and hierarchical pairwise contraction PQC,
and LinearA–Quantum–LinearB PQC. To evaluate our QCHFT adapters, we conduct experiments on a
public multitier Internet of Things (IoT) resource-allocation task that serves as a challenging benchmark with
intricate cross-tier interactions data and limited parameter budgets. We conduct experiments on a multitier
IoT resource-allocation task across five causal LLM backbones scaling from 125 M to 2B parameters,
including Mamba2, GPT-Neo, Pythia, Llama-3.2, and Qwen-3.5. Our results demonstrate that QCHFT
consistently enhances performance compared to both standard LoRA. On Mamba2-130M, the APC–PQC
variant improves accuracy from 67.33% (LoRA) to 72.66%. These findings suggest that the high expres-
sivity of quantum entanglement can be practically harnessed through shallow circuits, providing a superior
parameter-efficient pathway for adapting foundation models to complex high-feature tasks.

INDEX TERMS Internet of Things (IoT), large language models (LLMs), parameter-efficient fine-tuning
(PEFT), parameterized quantum circuits (PQCs), quantum machine learning (QML).

I. INTRODUCTION
Parameter-efficient fine-tuning (PEFT) has become a stan-
dard strategy for adapting large language models (LLMs)
in settings where full-parameter updates are impractical.
As model sizes grow into the hundred-million- and billion-
parameter regimes, updating all weights is often incompat-
ible with available memory, compute, or energy budgets.
PEFT mitigates this issue by inserting small trainable mod-
ules into a frozen backbone, thereby reducing the number of
updated parameters while preserving most of the pretrained
knowledge [1]. However, classical PEFT methods, such as
low-rank adaptation (LoRA), are restricted to linear low-
rank transformations and struggle to capture complex high-
order feature interactions when the adapter budget is tightly
constrained.

Parameterized quantum circuits (PQCs) provide a com-
plementary mechanism for implementing expressive feature
transformations with relatively few trainable parameters. By
encoding inputs into quantum states and applying layers of
parameterized qubit-rotation gates, PQCs induce nonlinear
feature maps whose outputs correspond to the expectation
values of simple observables. Prior studies have shown that
the expressibility and entangling capability of such circuits
correlate with downstream performance and can realize fea-
ture spaces that are difficult to approximate with comparable
classical models [2], [3], [4], [5].

In this article, we explore this motivation through quan-
tum cross-hybrid fine-tuning (QCHFT), a family of PQC-
augmented adapters that can be plugged into standard LLM
layers while keeping the backbone frozen. To evaluate our

© 2026 The Authors. This work is licensed under a Creative Commons Attribution 4.0 License.
For more information, see https://creativecommons.org/licenses/by/4.0/

VOLUME 7, 2026 2101021

https://orcid.org/0009-0004-1647-2720
https://orcid.org/0009-0002-6585-9011
https://orcid.org/0000-0003-4848-4772
https://orcid.org/0000-0001-7311-6459
mailto:minhojo@korea.ac.kr


Engineeringuantum
Transactions onIEEE

Li et al.: QCHFT: QUANTUM CROSS-HYBRID FINE-TUNING FOR LLMS

FIGURE 1. Multitier IoT architecture concept with quantum fine-tuning.

QCHFT, we use amultitier Internet of Things (IoT) resource-
allocation task as a challenging testbed to study these limita-
tions. In a typical multitier IoT hierarchy, tasks flow across
device, edge, and cloud layers; arrivals, network conditions,
and device capabilities are highly dynamic, and edge nodes
must operate under strict latency and energy budgets while
sharing network resources among many users. These factors
induce moderate- to high-order interactions across features
and tiers that go beyond simple additive effects, making
purely linear or low-rank adapters prone to underfitting. We
cast this problem as a text-conditioned regression of actual
resource allocation (%) from a structured natural language
description of each IoT context, rather than as a classification
(e.g., offload/not-offload). This regression setting exposes
finer-grained allocation behavior and provides a stringent
benchmark for evaluating PEFT and our proposed QCHFT
adapters.
As shown in Fig. 1, we assume a cloud–fog–edge–

device network architecture [6]. Data and tasks are offloaded
bottom-up from devices to the edge, fog, and cloud, while
resource allocation policies with lightweight QCHFT run at
the fog layer.

A. QUANTUM COMPUTING
Quantum computing offers unique capabilities that can aug-
ment classical LLMs. Quantum systems naturally realize
high-dimensional superposition and entanglement. In prin-
ciple, PQCs can approximate high-rank or nonlinear feature
maps using compact parameterizations [2], [7]. However,
practical near-term deployments are constrained to shallow
few-qubit circuits due to hardware and runtime limitations.
In this article, we, therefore, focus on a resource-constrained
regime. Given a small trainable-parameter budget and lim-
ited circuit depth, we ask whether PQCs can provide more
useful feature couplings per parameter than equally compact
classical LoRA on the same IoT task.

B. OUR APPROACH: QCHFT ADAPTERS
We introduce a family of QCHFT adapters that couple small
classical projections with shallow PQCs. Variational PQCs
can implement expressive nonlinear representations through
superposition and entanglement with few trainable parame-
ters. In our design, we deliberately restrict these circuits to

be shallow and narrow so that they remain compatible with
current simulators and near-term devices; our goal is not to
exhaust the full asymptotic expressive power of large PQCs,
but to investigate whether even such modest circuits can
already provide richer feature couplings per parameter than
classical low-rank adapters under multitier IoT constraints.
Concretely, we develop:

1) MPS–PQC: a standard PQC based on amatrix product
state ansatz [8] as a baseline;

2) APC–PQC: the alternating pairwise contractionswith
quantum amplitude embedding;

3) HPC–PQC: the hierarchical pairwise contractions
with quantum amplitude embedding;

4) AQB: the LinearA–Quantum–LinearB family that di-
vides features into multiple small quantum circuits
(Rotate, Permute) surrounded by learnable linear
neural network projections, together with quantum
cross-hybrid schemes.

These designs aim to increase per-parameter expressiv-
ity relative to classical low-rank adapters while keeping the
overall trainable budget in the small range of the LLM back-
bone. All quantum components were trained in a differen-
tiablestatevector simulator (PennyLane) [9]. The quan-
tum circuits are explicitly designed to be shallow and narrow
(typically < 12 qubits, depth 2–5) to map well to near-term
quantum hardware.

C. KEY CONTRIBUTIONS
The key contributions of this article are as follows.

1) QCHFT Adapters: We propose MPS–PQC, HPC–
PQC, APC–PQC, and AQB adapters, which divide
features into multiple small quantum circuits sur-
rounded by learnable linear projections to increase
per-parameter expressivity via entanglement while
retaining a small number of trainable parameters.

2) A principled Evaluation of PQC Versus LoRA under
Multitier Constraints: Using a public dataset and re-
gression labels for actual resource allocation (%), we
benchmark classical LoRA and QCHFT adapters un-
der identical placements and training budgets on four
diverse backbones, reporting prediction results, train-
able parameters, and training/inference time cost.

3) In-Depth Analysis:We analyze Accuracy versus Train-
able Parameters and Training/Inference Time Cost
tradeoffs, showing that QCHFT adapters can accu-
rately predict actual resource allocation (%): they at-
tain higher accuracy at 10−3–10−2 of model parame-
ters compared to full parameter fine-tuning (FPFT) and
frequently outperform LoRA at similar budgets.

4) Practicality for Multitier IoT Deployment: Our
QCHFT adapters can be dropped into standard
projection layers and trained end-to-end alongside
classical LLMs. The empirical results show that, for
multitier IoT resource allocation, QCHFT adapters can
yield higher parameter-level accuracy than classical
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PEFT, mainly when the task exhibits cross-tier
coupling and context heterogeneity.

Existing hybrid quantum–classical fine-tuning methods
and the proposed QCHFT adapters share a common de-
sign philosophy; however, they differ in both scope and sys-
tematic implementation approach (see Section II for further
details).
The rest of this article is organized as follows. Section II

reviews background on PEFT and prior attempts to incor-
porate quantum computing into LLMs. Section III describes
our QCHFT adapters in detail, including their mathematical
formulations, algorithms, and quantum circuit designs. Sec-
tion IV outlines the experimental setup and presents com-
parative results across LLMs and adapters, with analysis of
key metrics. Finally, Section V summarizes the findings, dis-
cusses the implications for IoT deployments, and outlines
future research directions for quantum–classical hybrid LLM
fine-tuning.

II. RELATED WORK
A. PEFT FOR LLMS
PEFT techniques were introduced to overcome the pro-
hibitive memory and compute demands of FPFT for
LLMs [1], [21], [22]. LoRA replaces dense weight updates
with rank-r decompositions, training only two thin matri-
ces per adapted layer and achieving strong accuracy with
orders of magnitude fewer trainable parameters. Subsequent
variants such as QLoRA combine PEFT with 4-bit quanti-
zation and careful adapter placement to reduce GPU mem-
ory while preserving full-precision fine-tuning quality [23].
While PEFT dramatically reduces the number of train-
able parameters, its linear low-rank structure can bottleneck
expressiveness on tasks that require higher order feature
interactions or nonlinear transformations.

B. QUANTUM FINE-TUNING FOR LLMS
Recent work explores quantum–classical hybrids to enrich
the function class available to PEFT by inserting small PQCs
in the adaptation path of LLMs. The core intuition is that
quantum state spaces, through superposition and entangle-
ment, can implement highly nonlinear high-rank mappings
using a compact number of parameters and qubits.

1) QUANTUM-ENHANCED ATTENTION (LAYER
REPLACEMENT)
A first branch of work replaces the attention scoring inside
the Transformer with a quantum mechanism. Quantum self-
attention neural network (QSANN) [11] embeds token fea-
tures into quantum states and computes a Gaussian-projected
quantum self-attention using shallow variational circuits.
Quantum mixed-state self-attention network (QMSAN) [12]
advances this idea by forming query/key mixed states and
estimating their similarity via a swap-test and further in-
troduces a quantum positional encoding realized by fixed
gates. Quantum-enhanced transformer (QET) [14] integrates

a quantum-enhanced attention into a standard Transformer
using variational quantum layers and an entanglement-aware
kernel similarity.

2) QUANTUM REPARAMETERIZATION (NO
PQC-IN-THE-LOOP)
A second branch rethinks PEFT as quantum-inspired param-
eterization rather than adding a quantum layer. Quantum-
PEFT [15] replaces additive low-rank updates with a
unitary/Pauli parameterization whose trainable parameter
count scales logarithmically with layer width; the up-
date merges into the weights and can be realized with
purely classical inference. Quantum-informed tensor adap-
tation (QuanTA) [16] is a quantum-informed tensor adapter
that realizes high-rank behavior with zero inference over-
head and integrates cleanly into classical pipelines. Fur-
thermore, quantum-inspired classical architectures, such as
quantum-inspired compound (QuIC) adapters [17], demon-
strate that structured quantum-circuit-inspired parameteri-
zations can yield expressive and highly parameter-efficient
classical models. Complementary to both, quantum parame-
ter adaptation (QPA) [18] employs a quantum neural network
(QNN) only during training to generate adapter parameters
[e.g., for LoRA andweight-decomposed low-rank adaptation
(DoRA)], deliberately keeping data flow and inference en-
tirely classical.

3) QUANTUM ADAPTERS (PQC-IN-THE-LOOP MODULES)
A third branch inserts compact PQC adapters at projec-
tion sites (e.g., Q/K/V projections or the classification head)
and typically trains the PQC parameters. The recently pro-
posed quantum tensor hybrid adaptation (QTHA) [19] de-
composes low-rank adapter mappings into a hybrid quan-
tum neural network and tensor-network representation in the
LoRA subspace and reports substantial parameter reductions
over LoRA together with accuracy gains. In a related hybrid
design, quantum large language model fine-tuning (QLLM-
FT) [20] acts as a PQC-head adapter: it replaces the classi-
cal classification head of a sentence-transformer-based LLM
with a PQC-based head. It fine-tunes this head end-to-end for
sentiment analysis, while keeping the base sentence trans-
former frozen.
For clarity, Table 1 groups prior quantum LLM ap-

proaches. Attention replacements (QSANN, QMSAN, and
QET) perform PQC in the loop to compute attention scores.
In contrast, reparameterization approaches (Quantum-PEFT,
QuanTA, QPA, and QuIC) can be implemented purely on
classical hardware, leaving the LLM’s forward pass free
of explicit PQC modules while using quantum-inspired
unitaries or tensor factorizations to parameterize low-rank
adapters. Finally, PQC adapters, such as QTHA, insert a
quantum module into a LoRA-like LoRA path and factor
the adapter weights into tensor-network components com-
bined with a quantum PQC, whereas QLLM-FT attaches
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TABLE 1. Comparison With Existing Quantum LLMs/Quantum PEFT Adapters

a quantum classification head on top of a frozen sentence-
transformer encoder and leaves the rest of the LLM architec-
ture unchanged.

C. EXISTING HYBRID MODELS VERSUS PROPOSED
QCHFT
Difference 1: Single Hybrid Block Versus QCHFT Family
Under a Unified Interface. Prior hybrid PEFT works typi-
cally introduce a single quantum adapter (QA) tailored to a
chosen site in the model: a quantum self-attention block [11],
[12], [14], a quantum neural network and tensor-network
branch [19], or a quantum classification head on a frozen
encoder [20]. In contrast, QCHFT defines a small but diverse
family of PQC adapters under a unified projection inter-
face: amplitude-embeddedMPS/APC/HPC–PQC and angle-
embedded AQB. All of these adapters plug into the same
projection classes, but differ systematically in entangling
topology, i.e., local sliding windows (MPS) versus more
global pairwise contractions (APC/HPC). In this sense,
QCHFT contributes several structured PQC designs specif-
ically tailored as low-rank adapters for LLMs. To the best
of our knowledge, such APC/HPC and AQB variants have
not previously been studied in the context of quantum PEFT.
This unified interface lets us study the impact of the QCHFT
on the expressivity–parameter tradeoff independently of in-
sertion site and backbone pretraining.
Difference 2: Evaluation Scope and Cross-Backbone In-

stantiation. Existing hybrid models are typically evaluated
on a single backbone and generic natural language process-
ing (NLP) benchmarks, such as text classification or senti-
ment analysis [11], [12], [14], [20]. QLLM-FT, for instance,
studies quantum heads to replace a single classification
head for sentiment tasks [20]. By contrast, QCHFT is sys-
tematically evaluated across four heterogeneous lightweight
decoder-only backbones. All adapters are inserted into the
same projection class per backbone and are trained un-
der matched optimization settings. We also report accuracy,
trainable parameters, and per-sample inference latency on the
same hardware. This provides a unified experimental result
for comparing classical adapters and QAs across architec-
tures in a complex high-order feature dataset rather than on
generic text classification.

Taken together, QCHFT occupies a distinct point in the de-
sign space of quantum PEFT: we retain the standard “frozen
backbone with small adapter” paradigm of existing hybrid
models, but offer a cross-hybrid family of structured PQC
adapters under a shared low-rank interface. Then, we evalu-
ate them consistently across multiple causal LLM backbones
on a multitier IoT resource-allocation task and show a fa-
vorable expressivity–parameter tradeoff relative to classical
PEFT.
In summary, our QCHFT extends it along two axes: 1)

a family of structured PQC adapters with controlled entan-
gling patterns under a common low-rank interface and 2)
cross-backbone experiments on amultitier IoT taskwith tight
trainable-parameter budgets. In this sense, QCHFT com-
plements prior hybrid models by providing a framework in
which future PQC architectures can be plugged in and fairly
compared against classical PEFT baselines.

III. SYSTEM MODEL
This section introduces the proposed QCHFT adapters and
outlines the design of the corresponding QA modules. Prior
to presenting the system model, the term “quantum cross-
hybrid” is explicitly defined as used throughout this work.
Specifically, this term denotes the structural integration of
classical and quantum transformations, wherein intermediate
feature representations are mapped from classical Euclidean
spaces into the high-dimensional quantum Hilbert space and
subsequently projected back into the classical domain within
the fine-tuning bottleneck [4], [24].

The quantum cross-hybrid paradigm is implemented
across a structural spectrum in the proposed designs. In
its foundational form, as exemplified by the MPS, HPC,
and APC adapters, the architecture establishes a tightly
coupled “classical-to-quantum-to-classical” processing
loop. Classical contextual features are encoded into quantum
amplitudes, processed through specific entanglement
topologies to capture higher order dependencies, and
extracted via measurement. A subsequent classical linear
up-projection maps these quantum-enhanced features back
into the backbone’s residual stream. Building upon this
foundational mechanism, the AQB variants extend the
paradigm by systematically interleaving classical linear
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FIGURE 2. Overall architecture concept of QCHFT adapters.

projections with multiple shallow PQCs. This configuration
enables features to be iteratively routed and transformed
not only across the quantum–classical interface but also
between distinct quantum sublayers. Across all variants, this
bidirectional spatial mapping is designed to leverage the
expressive capacity of quantum feature spaces while strictly
adhering to the stringent coherence limits and restricted
qubit budgets inherent to noisy intermediate-scale quantum
(NISQ) devices [25], [26]. The core idea is to insert a
small trainable adapter into selected LLM sublayers (e.g.,
query, key, value, and output) to enable parameter-efficient
adaptation. The approach is analogous to LoRA, except that
the adapter is implemented with PQC components. During
fine-tuning, the pretrained model weights remain frozen,
while only the adapter parameters are updated.
As shown in Fig. 2, a lightweight QA can optionally be

inserted at the multihead attention block. Input tokens are
denoted as h ∈ R

d . To enable parameter-efficient adaptation,
we freeze the pretrained weightsWq,Wk,Wv and inject quan-
tum updates via PQC.
We adopt a residual-style QA that adds an input-dependent

weight update to the frozen backbone output

y = ybase + �h. (1)

Here, ybase denotes the output produced with all pretrained
weights kept frozen, and�h is generated by the QA inserted
into the sublayer.
For any input h ∈ R

d , the QA produces a residual

�h = Wup fQ
(
Emb(h); θ), Wup ∈ R

d×m (2)

where Emb(·) embed classical input h into a quantum state,
and fQ(·; θ) denotes the measurement output of a PQC. The
output dimensionm equals the number of PQCmeasurement
outputs.
Role and Initialization of Wup: Wup is a linear neural net-

work up-projection that maps them-dimensional PQC output

back to the model width d. It is the only classical weight
trained inside the QA block.
Training and Differentiability (Backpropagation):

We train the model using backpropagation on a
differentiable quantum simulator. Gradients are
computed by the simulator’s backprop engine (e.g.,
diff_method=”backprop”) and then propagated
through the hybrid pipeline in a single reverse pass. This
enables backpropagation through quantum expectations.
To probe and unleash the representational capacity of

PQC, we use the standard: 1) MPS as a PQC baseline and
then design: 2) HPC–PQC; 3) APC–PQC; and 4) a quan-
tum hardware-efficient ansatz, denoted AQB. All circuits are
trained end-to-end with the backbone frozen and only the
adapter parameters updated.

A. MPS BASELINE PQC
First, we use amplitude-based state preparation to embed
each input vector h ∈ R

d into a quantum state. We choose
n = �log2 d� qubits and zero-pad (or truncate) h to length
2n after �2 normalization [27]. For example, if d = 245, we
need n = 8 qubits since 27 = 128 < 245 ≤ 256 = 28. As n
increases, the embeddable dimension grows exponentially.
For instance, with n = 12, the maximum input dimension is
d = 4096, which is 16× that with n = 8, achieved by adding
only four qubits.
The resulting 2n-dimensional input vector is treated as an

amplitude vector x ∈ R
2n and is used to prepare the quantum

state

|ψ〉 =
2n−1∑
j=0

x j, | j〉
2n−1∑
j=0
|x j|2 = 1 (3)

where {| j〉}2n−1j=0 is the computational Z basis on n qubits.
If j = jn−1 . . . j0 is the n-bit binary expansion of j, then
| j〉 = | jn−1〉 ⊗ · · · ⊗ | j0〉. By the Born rule, a projective
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FIGURE 3. Matrix product state (MPS) baseline PQC for example n = 4
qubits. The d-dimensional input h is zero-padded and �2-normalized,
then amplitude-embedded into a 24 = 16-length state on wires 0–3. The
circuit applies a sliding two-qubit block with width nblock_wires=2 and
stride s=1 across the chain, yielding N = �(n − 2)/s� + 1 = 3 blocks for
n = 4. Each block is a two-qubit SELayer (strongly entangling layer) with
L layers. Per layer, each qubit performs three parameterized ROT gates
followed by a fixed entangler CNOT gate, so one block contributes 6L
trainable angles (entanglers are parameter free). Thus, the sweep has
Ptotal = N · 6L = 3 · 6L trainable parameters (e.g., L=1 ⇒ 18; L=2 ⇒ 36).
Finally, measuring 〈Z〉 on wires 2 and 3 yields the rank 2 output y.

measurement in this basis returns outcome | j〉 with proba-
bility |x j|2; hence, the normalization constraint refers to (3).
In practice, this scheme stores 2n features in n qubits
(so n ≥ �log2 d�) [4].

Next, we apply an MPS-inspired ansatz built from local
two-qubit blocks shown in Fig. 3. We use a fixed block
width nblock_wires = 2 and stride s = 1. Sliding this two-qubit
window along the n-qubit chain yields

N =
⌊n− nblock_wires

s

⌋
+ 1 = n− 1 (4)

blocks, covering the entire PQC. Each block implements
a two-qubit StronglyEntanglingLayers (SELayer) [2] sub-
circuit with L quantum layers. For all layers, each of the
two qubits undergoes three parameterized single-qubit rota-
tions (e.g., rot gate), followed by a fixed entangling gate
(e.g., cnot gate). The single-qubit rotation is implemented
via the Z–Y–Z Euler decomposition as the rot gate. Note
that, consistent with the operational conventions outlined in
the PennyLane documentation [9], the matrix operators are
applied to the quantum state from right to left

R(φ, θ, ω) = RZ (ω)RY (θ )RZ (φ)

=
[
e−i(φ+ω)/2 cos(θ/2) −ei(φ−ω)/2 sin(θ/2)
e−i(φ−ω)/2 sin(θ/2) ei(φ+ω)/2 cos(θ/2)

]
.

(5)

Thus, one block has Pblock = L× 2× 3 = 6L trainable rota-
tion parameters, and the total number of trainable parameters
is Ptotal = N Pblock = (n− 1)× 6L.

Finally, we read out the last two qubits by measuring 〈Z〉
on each

y = ( 〈Zn−2〉, 〈Zn−1〉 ) ∈ R
2 (6)

yieldingm = 2 outputs. Functionally analogous to the LoRA
rank r, we treat the 2-D quantum output (m = 2) as the input
to the Linear B projection during fine-tuning.
Algorithm 1: The n-qubit state is then prepared using Am-

plitudeEmbedding. Next, we sweep a local two-qubit block
along the chain with block width nblock_wires=2 and stride
s=1, giving N blocks refer to (4) that cover all adjacent

Algorithm 1: MPS–PQC and LLMs QuantumLayer.
1: Part I: Function MPS–PQC
Require:Input vector h∈Rd ; hyperparams: nblock_wires=2,

stride s=1, quantum layer L; PQC with n wires;
n← �log2 d�; embed_dim← 2n

2: pad h with zeros to length 2n and �2–normalize→ ĥ
3: Embedding: AmplitudeEmb(ĥ, wires = n−1)
//Pennylane’s quantum embedding function

4: DefineVoid Function: Deep_Block(weights,wires)
reshape weights→W ∈ R

L×2×3
SELayer(W,wires)

5: Compute block count: N ←
⌊n− nblock_wires

s

⌋
+ 1

6: Apply MPS: MPS (wires = n−1, nblock_wires=2,
block=Deep_Block, nparams_block=6L,
weights∈RN×6L)

7: Measure readouts: y0← 〈Z〉n−2, y1← 〈Z〉n−1;;
8: return y=(y0, y1) ∈ R

2

9: Part II: LLMs QuantumLayer (Forward, r=2)
Require:Base LLMs layer fbase : Rdin→R

dout ;
PQC module A: MPS or APC or HPC
linear projector B: WB∈Rr×dout ;;

10: Given: input h ∈ R
B×S×din

(B = Batch Size, S = Sequence Length)
11: Ybase← fbase(h) (Frozen baseline)
12: Flatten: h̃ ∈ R

(B×S)×din
13: PQC calls: Z̃← vmap(PQC)(̃h) ∈ R

(B×S)×r
(each call outputs r=2) //VMAP(·) implies a
vectorized map operation

14: Reshape back: Z ∈ R
B×S×r

15: Projector B head: �h← ZWB ∈ R
B×S×dout

16: Residual merge: Y← Ybase +�h;;
17: return Y

pairs. The block Deep_Block reshapes its flat parameter
vector to W∈RL×2×3 and applies SELayer class on the
specified wires. Finally, we read out the last two qubits via
y0 = 〈Z〉 n−2 and y1 = 〈Z〉 n−1 and return y = (y0, y1) ∈ R

2

as a rank-2 feature.
Part II—LLMs QuantumLayer: Given a base layer

fbase : Rdin→R
dout , a PQC module A (instantiated as

MPS/APC/HPC), and a trainable linear neural network pro-
jector B with weightsWB∈Rr×dout , we process a mini-batch
h∈RB×S×din by first computing the frozen baseline Ybase =
fbase(X). We then flatten to h̃∈R(B×S)×din and invoke the
PQC module in a vectorized manner, Z̃ = vmap(PQC)(̃h)∈
R
(B×S)×r, where each call returns r=2 measurement out-

put (e.g., 〈PauliZ〉 per selected qubits). Reshaping back
gives Z∈RB×S×r, which is projected through the B head
as �h = ZWB∈RB×S×dout . The final output is the residual
mergeY = Ybase +�h, realizing a rank-r adapter where the
MPS provides the low-dimensional features and the classical
projector expands them to dout.
In batched settings, we evaluate PQC independently on

(B× S) inputs via PyTorch VAMP(·), reshape the rank-r
2101021 VOLUME 7, 2026
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FIGURE 4. Hierarchical pairwise contraction (HPC)–PQC for example n = 6 qubits. The d-dimensional input h is padded and amplitude-embedded into a
26 = 64-length quantum state on wires 0–5. Each HPC layer consists of two stages: Stage-A applies the three adjacent pairs (0, 1), (2, 3), (4, 5) in
parallel. Stage-B then performs a hierarchical pairwise sweep ordered by increasing separation g = 1, . . . , 5 (thus including the adjacent pairs again), so
that correlations propagate progressively from local to long-range. For n = 6 wires, Stage-A contributes �n/2� = 3 local pairs, and Stage-B contributes
∑n−1

g=1 (n − g) = (6
2

) = 15 distinct pairs, yielding N = 3 + (6
2

) = 18 two-qubit SELayer blocks per sweep. With per-block parameters 6L (three single-qubit
rotation angles per qubit, two qubits per block, across L internal layers), the total is Ptotal = 18 × 6L (e.g., for L = 3, Ptotal = 18 × 6 × 3 = 324). Measuring
the last two wires 4 and 5 returns the rank 2 output y.

FIGURE 5. Alternating pairwise contraction (APC)–PQC for example n = 6 qubits. The d-dimensional input h is zero-padded and amplitude-embedded
into a 26=64-length quantum state on wires 0–5. Stage-A uses adjacent disjoint pairs (0,1),(2,3),(4,5) in parallel. Stage-B then sweeps all offsets
g = 1, . . . , n−1 with alternating sequential pairings (i, i+g) (open chain), yielding a dense two-qubit coupling pattern per layer. (e.g., for n=6 the sweep
is g=1: (0,1),(1,2),(2,3),(3,4),(4,5); g=2: (0,2),(1,3),(2,4),(3,5); g=3: (0,3),(1,4),(2,5); g=4: (0,4),(1,5); g=5: (0,5).) Thus, one dense layer contains
�n/2� + ∑n−1

g=1 (n − g) = �n/2� + n(n−1)/2 two-qubit blocks (for n=6, 3 + 15 = 18). With per-block parameters 6L (three single-qubit rotation angles per
qubit across L sublayers of the two-qubit block), the total parameter count at layer L is Ptotal = (�n/2� + n(n−1)/2) × (6L)
(e.g., n=6, L=3 ⇒ Ptotal=18 × 6 × 3 = 324). Measuring wires 0 and 5 yields the rank 2 output y.

features to Z∈RB×S×r, and apply the same projection�h =
ZWB. In addition, only the PQC rotation angles andWB are
trained. Because there is no cross-token entanglement, PQC
calls can be vectorized and executed in parallel (if we use a
for loop to do the PQC for each (B× S) inputs, it will take
too much time for training).
In summary, we utilize the MPS module to generate an

r-dimensional output vector (corresponding to one low-rank
factor), and introduce a small trainable classical matrix B
to project these r quantum features back to the whole dout-
dimensional space. This hybrid design yields a parameter-
efficient LoRA with potentially higher expressivity. The
quantum circuit compresses and nonlinearly represents the
features in a logarithmic number of dimensions. At the same
time, the classical projection expands them back, resulting
in an update that can capture complex feature interactions
beyond a purely classical low-rank adapter.

B. HIERARCHICAL PAIRWISE CONTRACTION AND
ALTERNATING PAIRWISE CONTRACTION PQC:
The HPC and APC ansatz is built from local two-qubit SE-
Layer blocks, arranged in two stages.

1) Stage-A (parallel): Apply the �n/2
 disjoint adjacent
pairs (0, 1), (2, 3), . . . simultaneously.

2) Stage-B (HPC): As shown in Fig. 4, we sweep hier-
archically through all unordered pairs {(i, j) | 0 ≤ i <
j ≤ n− 1}.

3) Stage-B (APC): As shown in Fig. 5, we perform a gap-
ordered sweep g= 1, . . . , n−1; for each gap g, apply
the pairs (i, i+g) with i = 0, . . . , n−1−galternatively.

One full HPC/APC sweep contains two-qubit blocks

NHPC(n) =
⌊n
2

⌋
+

n−1∑
g=1

(n− g) =
⌊n
2

⌋
+

(
n

2

)
(7)

and with 6L rotation parameters per block. The trainable
parameter count per sweep is

Ptotal(n,L) = 6L× NHPC(n) = 6L

(⌊n
2

⌋
+

(
n

2

))
. (8)

For HPC/APC output, we select two distinct wires r0, r1 ∈
{0, . . . , n− 1} (e.g., the last twowires r0 = n−2, r1 = n−1)
and return y = (〈Zr0〉, 〈Zr1〉) ∈ R

2.
Algorithm 2: In Stage-A, the �n/2
 disjoint adjacent pairs

are executed in parallel with weights �(L)
·,· ∈RL×2×3 per

block. In Stage-B (HPC), we sweep all unordered pairs (i, j),
0≤ i< j≤n−1, eachwith weights�

(L)
i, j ∈RL×2×3. In Stage-B

(APC), the circuit performs a gap-ordered (g= 1→n−1)
hierarchical sweep. For each separation g, all pairs (i, i+g)
are applied with weights �

(L)
i, i+g∈RL×2×3.

This scheduling promotes a gradual expansion of cor-
relations from local to long range. Per sweep, HPC/APC
introduces two-qubit interactions (dominated by Stage-B),
while retaining fully parallel execution in Stage-A within
each fixed gap g.
In summary, the HPC/APC maps each input vector to

a compact rank-r latent via measurement of two desig-
nated wires. It can be plugged directly into the previously
described QuantumLayer by setting PQCmodule A =
HPC/APC–PQC(̃h) ∈ R

r and using the trainable projector
B with weights WB ∈ R

r×dout to produce �h. This yields a
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Algorithm 2: HPC–PQC and APC–PQC.
1: Part I: Function HPC–PQC
Require:Padded and normalized input h ∈ R

2n ;
device with n wires; per-block layers L

2: Embedding: AmplitudeEmb(ĥ, wires = n−1)
3: Stage-A (parallel):

for k = 0, 1, . . . ,
⌊ n
2

⌋− 1 do
SELayer(2 k, 2k+1; �

(L)
2 k, 2k+1 ∈ R

L×2×3)
4: Stage-B (hierarchical):

for all 0 ≤ i < j ≤ n−1 do
SELayer(i, j; �

(L)
i, j ∈ R

L×2×3)
5: Measure readout: y0← 〈Z〉r0 , y1← 〈Z〉r1 ;
6: return y=(y0, y1) ∈ R

2

7: Part II: Function APC–PQC
Require:Padded and normalized input h ∈ R

2n ;
device with n wires; per-block layers L

8: Embedding: AmplitudeEmb(ĥ, wires = n−1)
9: Stage-A (parallel):

for k = 0, 1, . . . ,
⌊ n
2

⌋− 1 do
SELayer(2 k, 2k+1; �

(L)
2 k, 2k+1 ∈ R

L×2×3)
10: Stage-B (alternate):

for g= 1, 2, . . . , n−1 do
for i = 0, 1, . . . , n−1−g do
SELayer(i, i+g; �

(L)
i, i+g ∈ R

L×2×3)
11: Measure readout: y0← 〈Z〉r0 , y1← 〈Z〉r1 ;
12: return y=(y0, y1) ∈ R

2

parameter-efficient QA with a controllable rank-r latent and
hierarchical long-range correlation propagation.

C. LINEARA–QUANTUM–LINEARB ADAPTER
As shown in Fig. 6, the AQB adapter integrates small
classical linear neural network projection layers with a
multilayer quantum circuit. The AQB adapter is designed
as a quantum-enhanced fine-tuning mechanism. In this
architecture, an input vector h ∈ R

d is first compressed to
a smaller vector hn ∈ R

n (with n equal to the number of
qubits) by a trainable linear projection LinearA (weight ma-
trixWup ∈ R

d×n).
The compressed features hn are then embedded as quan-

tum rotation angles on n qubits (e.g., via angle embedding
on each wire). The quantum processor applies Q� layers of
a PQC on these qubits, with each layer transforming the
state through learned single-qubit rotations and entangling
operations. After each quantum layer, the n-dimensional
expectation value (e.g., 〈Z〉measurements from each qubit) is
obtained as an intermediate classical readout. For multilayer
AQB adapters, this readout is passed through a lightweight
trainable transform W (�)

mid ∈ R
n×n (with a nonlinear activa-

tion) and then reuploaded as input to the next quantum layer.
After the final quantum layer, a second linear projection
LinearB (weight matrix Wup ∈ R

n×d) expands the final n-
dimensional quantum output back to R

d . The result is a
residual update �h ∈ R

d that is added to the frozen base
model output to yield the final adapted output. Notably, only

the AQB adapter’s internal parameters (quantum angles and
Wdown,W

(�)
mid,Wup) are trained, while the pretrained base

model weights remain untouched, ensuring PEFT.
AQB Quantum Layer Variants: The AQB adapter supports

three variants of the quantum processing module, shown in
Fig. 7 and detailed below. Each variant employs the same
overall structure but with a different quantum circuit ansatz
per layer to trade off complexity and entanglement patterns.

1) Same–AQB: This baseline design uses identical PQC
architecture at each of the Q� layers. In each layer
� = 1, . . . ,Q�, every qubit i ∈ 0, . . . , n− 1 undergoes
a set of parameterized rot gates followed by a fixed
nearest-neighbor ring of two-qubit cnot gates. The
entangling pattern is the same at every layer, so each
layer’s circuit is structurally identical. This yields a
total of 3nQ� quantum trainable parameters. All n qubit
expectation outputs are measured and passed to either
the next layer (viaWmid) or to the LinearB output head
after the final layer.

2) RotShift–AQB: It is a layer-specific PQC with shifted
entanglers. This variant introduces a scheduling
change to enrich entanglement over layers. Each layer
still applies per-qubit rotations as in Same–AQB, but
the entangling “ring” is rotated by a layer-dependent
offset. This entangling staircase distributes interactions
across the circuit depth without increasing per-layer
gate count, enhancing state mixing while preserving
local two-qubit gates. RotShift–AQB uses the same
number of parameters as Same–AQB and only dif-
fers in the connectivity schedule of cnots at each
layer.

3) Permute–AQB: It is cyclic wire permutation with en-
tangler layers. This variant inserts a wire relabeling
step before each quantum layer to achieve a form of
“dense” connectivity over multiple layers. At layer �,
a fixed permutation�(�) is applied to shuffle the qubit
indices (e.g., a cyclic shift of all qubits by one posi-
tion). Here, �(�) denotes a permutation operator that
relabels the qubits (e.g., a cyclic shift), so that subse-
quent entangling layers pair different qubits across lay-
ers, yielding denser effective connectivity and stronger
expressivity. Because the qubit labels have been per-
muted, the same ring entangler pattern now acts on a
different pairing of original qubits at each layer. In ef-
fect, across Q� layers, every qubit interacts with many
others through some layer’s entanglers, achieving di-
versity in entanglement similar to dense connectivity,
but using only simple nearest-neighbor gates plus re-
labeling. The wire permutation�(�) is an inexpensive
classical operation that incurs no quantum gate cost,
making Permute–AQB a quantum hardware-friendly
way to boost entanglement range across layers.

We formalize the AQB adapter’s forward operation in
pseudocode for clarity. Algorithm 3 details the internal
procedure of a single quantum layer for each variant (the
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FIGURE 6. LinearA–Quantum–LinearB (AQB) adapter with n=6 qubits and Q�=4 quantum layers. The input h∈Rd is first compressed by a small
trainable LinearA map Wdown ∈Rd×n and angle-embedded on wires 0–5. Each quantum layer applies a per-qubit parameterized ROT gate followed by a
nearest-neighbor ring of two-qubit CNOT gates. The RotShift–AQB pattern is used here. The entangling staircase shifts each layer so that different qubit
pairs interact across depth. After each quantum block, the n-dimensional measurement output 〈Z〉 is mapped by a lightweight classical transform
Wmid �−1 ∈Rn×n and reuploaded to the next quantum layer. The final measurement output is projected back to width d by LinearB, Wup ∈Rn×d ,
producing the residual update �h∈Rd added to the frozen base output. With three ROT angles per qubit per layer, the quantum parameter count is 3nQ�

(e.g., n=6, Q�=4 gives 72), while each layer remains quantum hardware friendly (local two-qubit gates, shallow depth).

(a) (b) (c)

FIGURE 7. Comparison of three AQB variants for n=6 qubits and Q2 layer. (a) Same–AQB. (b) RotShift–AQB. (c) Permute–AQB.

QuantumLayer function), including how the parameterized
rotations and entangling gates are applied, and outlines the
end-to-end forward pass through the AQB adapter, high-
lighting the modular structure and how the variant selection
affects the quantum layers.
Each of the above AQB variants yields an n-dimensional

output that either feeds into the next layer or, after the final
layer, is projected out by LinearB. All variants use local two-
qubit gates that are quantum hardware-efficient to imple-
ment, and the total trainable parameters scale linearly with n
andQ� (e.g., 3nQ�). By adjusting n (the number of qubits) or
Q�, one can flexibly tune the rank and capacity of the adapter
to balance expressivity and hardware constraints. This AQB
construction thus provides a modular framework for in-
jecting quantum-computed feature representation into deep

models in a parameter-efficient plug-and-play manner, ex-
tending classical low-rank adapters into the quantum domain.

IV. SIMULATION EXPERIMENT
A. EXPRESSIBILITY AND NOISE ROBUSTNESS ANALYSIS
Before presenting the large-scale fine-tuning empirical
results, we first provide a quantitative physical intuition
for the proposed QAs using a four-qubit (n = 4) toy
model. We evaluate the structural richness of our PQCs
via the information-theoretic metric of Expressibility [2].
Furthermore, to address the practical requirements of
deploying QCHFT on near-term hardware, we conduct
a rigorous noise robustness analysis by simulating
state-fidelity decay under realistic depolarizing channels.
These twin analyses reveal the fundamental tradeoffs
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Algorithm 3: AQB Adapter and AQB–
QuantumLayer.
1: Part I: AQB Adapter
Require:Batched inputs Z∈RN×n (N=B× S);

number of wires n; layer index �;
variant ∈ {Same,RotShift,Permute}

Ensure:Output Zout∈RN×n
2: Given: optional wire permutation �(�) (for

Permute), shift schedule s� (for RotShift)
3: if variant = Permute–AQB then

Z←Permute(Z,�(�)) end if
4: for t=1 to N do //vectorizes over tokens; can be
implemented via vmap

5: AngleEmbedding(Zt; wires = n−1)
6: if variant = Permute–AQB then
7: for i=0:n−1 do RY(α(�)i ) on wire i end for
8: else //Same-/RotShift–AQB
9: for i=0:n−1 do R(ϕ(�)i , θ

(�)
i , ω

(�)
i ) on wire i

end for
10: end if
11: if variant = RotShift–AQB then

s�←ShiftSchedule(�)
12: else s�←1
13: end if
14: for i=0:n−1 do cnot(i, (i+s�) mod n) end for
15: Measure 〈Z〉 on all wires → z(t )∈Rn

16: end for
17: Stack {z(t )}Nt=1 to obtain Zout∈RN×n;
18: return Zout

19: Part II: AQB–QuantumLayer
Require:Frozen base layer fbase : Rdin→R

dout ;
variant ∈ {Same,RotShift,Permute};
linear maps Wdown∈Rdin×n, {W(�)

mid∈Rn×n}Q�−1
�=1 ,

Wup∈Rn×dout ; number of quantum layers Q�
Ensure:Output Y∈RB×S×dout
20: Given: σ (·) (e.g., ReLU); token count N=B× S
21: Input: h∈RB×S×din , Ybase← fbase(h) // base is

frozen
22: Linear A Down-proj: h̃←hWdown ∈ R

B×S×n
23: Flatten tokens: ĥ∈R(B×S)×n; Z← ĥ
24: for � = 1 to Q� do
25: Z←AQB_Adapter(Z, variant, �)
26: if � < Q� then
27: Mid-transform: Z←σ(ZW(�)

mid)
28: end if
29: end for
30: Reshape back: Z → R

B×S×n
31: Linear B Up-proj: �h←ZWup ∈ R

B×S×dout
32: return Y←Ybase +�h

between representational power and hardware viability in
hybrid quantum–classical algorithms [3], [28].

1) EXPERIMENTAL SETUP FOR QUANTUM PROFILING
We configure the four-qubit toy models with a strictly
constrained depth of two layers (Q� = 2) to evaluate
our proposed architectures: APC, HPC, and AQB. For

comparison, we include the MPS topology and a classical-
equivalent baseline, No-cnot (consisting solely of local ro-
tations with zero entanglement). Both the expressibility cal-
culations and the noise sensitivity simulations are averaged
over 100 independent random initializations to ensure robust
statistical significance. The specific parameter footprint p for
each configuration is annotated in Fig. 8.

2) EXPRESSIBILITY (KULLBACK–LEIBLER DIVERGENCE)
Expressibility quantifies a PQC’s capability to uniformly
explore the accessible Hilbert space by calculating the
Kullback–Leibler (KL) divergence between the fidelity dis-
tribution of sampled circuit parameters and the uniform Haar
measure. A lower KL divergence signifies that the circuit
can more closely mimic a truly random unitary ensemble,
indicating a higher expressive capacity [29].
As illustrated in the left panel of Fig. 8, the No-cnot

baseline exhibits the highest KL divergence (0.359± 0.100),
confirming its severely limited representational capacity due
to the lack of entanglement. In contrast, the introduction of
dense interqubit connectivity significantly enhances express-
ibility. The fully connected HPC andAPC topologies achieve
the lowest KL values, unlocking the vastest hypothesis space.
Notably, the AQB variant demonstrates a highly competitive
level of expressibility (0.137± 0.039) despite using only
24 parameters, offering an exceptionally efficient tradeoff
between expressive capacity and parameter overhead.

3) NOISE SENSITIVITY UNDER DEPOLARIZING CHANNELS
A primary concern for complex topological designs is
whether the increased number of multiqubit gates exacer-
bates vulnerability to device noise (e.g., cnot execution er-
rors and decoherence) [25], [30]. To numerically validate
hardware compatibility, we simulate the circuits using Pen-
nyLane’s default.mixed device, applying a depolariz-
ing noise channel with an error rate p across all quantum
operations. We then measure the state fidelity between the
resulting noisy density matrix and the ideal noise-free state
vector, which serves as a standard and rigorous metric for
benchmarking the noise resilience of PQCs [31].
As shown in the right panel of Fig. 8, while fidelity in-

evitably decays as the error rate p increases, the descent
curves offer crucial insights into topological resilience. At
a typical NISQ cnot error rate (p ≈ 0.01), the classical-
equivalent No-cnot circuit naturally suffers the least degra-
dation (0.81± 0.01). However, among the entangled archi-
tectures, both MPS and our proposed AQB (24 parame-
ters) demonstrate remarkable robustness, maintaining high
fidelities of 0.77± 0.00 and 0.75± 0.01, respectively. Con-
versely, the dense HPC and APC architectures, due to their
heavier cnot gate counts, experience sharper drops, reaching
fidelities of 0.46± 0.01 and 0.45± 0.01 at p = 0.01.

These quantitative profiles provide a solid physical foun-
dation for the design of the QCHFT framework. The high
expressibility of APC and HPC enables them to map
linguistic features into intricate high-dimensional spaces,
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(a) (b)

(c) (d)

FIGURE 8. Comparison of PQCs over 100 runs (Mean ± Std). (a) Expressibility. (b) Noise sensitivity fidelity. (c) Approximation comparison. (d) Training
loss.

making them ideal for noise-free software simulation envi-
ronments. Crucially, the noise sensitivity analysis confirms
that the AQB topology successfully balances strong express-
ibility with physical noise resilience. By constraining the cir-
cuit depth (Q� = 2), AQB prevents catastrophic decoherence
and remains highly viable for execution on current NISQ
devices, ensuring that reliable gradients can still be extracted
under realistic hardware constraints.

B. FUNCTION APPROXIMATION PERFORMANCE
To empirically validate how the aforementioned quantum
properties translate into actual learning capabilities, we
benchmark the models on a highly nonlinear 1-D function
approximation task defined by y = sin(2πx)+ 0.5 cos(6πx)
for x ∈ [−1, 1]. To ensure a fair comparison, we introduce
a parameter-matched classical nonlinear multi-layer percep-
tron (MLP) baseline with 97 parameters, aligned with the
dense APC and HPC architectures. All models are trained

for 150 epochs using the mean squared error (MSE) loss,
with results averaged across 100 independent training runs
to capture robust mean and variance bounds.

1) APPROXIMATION ACCURACY
These convergence profiles are visually corroborated in the
spatial domain in Fig. 8(c). The classical model produces
an overly smoothed curve that struggles to capture the high-
frequency cosine perturbations.WhileMPS traces the overall
sine wave, it lacks the expressive precision to reach the am-
plitude extremes. Benefiting from its effective loss conver-
gence and dense entanglement structure, the APCmodel pro-
vides the best fit to the complex ground-truth contours. HPC
also aligns closely with the target function. Finally, AQB
captures the general nonlinear oscillations to a reasonable
extent, reflecting an objective tradeoff between representa-
tional capacity and parameter efficiency without incurring
significant quantum resource overhead.

VOLUME 7, 2026 2101021



Engineeringuantum
Transactions onIEEE

Li et al.: QCHFT: QUANTUM CROSS-HYBRID FINE-TUNING FOR LLMS

2) TRAINING CONVERGENCE
Fig. 8(d) illustrates the training loss trajectories on a loga-
rithmic scale. The Classical MLP baseline (97p) experiences
rapid plateauing and converges to a high-loss local minimum,
indicating underfitting of the high-frequency data. The MPS
architecture (36p) avoids this initial trap but still plateaus
at a suboptimal level. Notably, the APC architecture (96p)
demonstrates the most effective convergence, consistently
reaching the lowest MSE bound among all evaluated models.
The HPC architecture (96p) exhibits a comparable, albeit
slightly higher, loss trajectory. Meanwhile, the AQB archi-
tecture achieves lower MSE than both the classical MLP and
MPS baselines, demonstrating reasonable trainability given
its minimal parameter count (24p).

C. LLM TASK CHOICE AND EVALUATION PROTOCOL
We select the Multitier IoT Resource Allocation text-
conditioned regression as a representative and practically
relevant benchmark for three reasons. First, it captures the
complexity of task distribution: the label aggregates many
cross-tier constraints (device, edge/fog, and cloud) that must
be reconciled per instance. Second, it reflects constrained
edge resources: decisions must be learned and executed un-
der tight memory/latency budgets at edge sites. Third, it is
public and reproducible, enabling controlled comparisons
of adapter families under identical data, splits, and com-
pute assumptions (we use a public Kaggle dataset [32]).
To minimize confounds from adapter placement, we insert
all fine-tuning adapters into the same projection sites per
model. This ensures fair reproducible head-to-head com-
parisons across classical LoRA and our proposed quantum
variants.
The public dataset provides textual context describing an

IoT device and its network conditions. This task is framed
as text-conditioned generation rather than standard contin-
uous regression. Structurally, converting a generative lan-
guage model for scalar regression requires discarding its
pretrained language modeling head (lm_head) and replac-
ing it with a newly initialized linear projection layer. Pre-
liminary empirical evaluations indicate that optimizing this
randomly initialized regression head from scratch often dis-
rupts the deeply learned representations of the pretrained
backbone [33], yielding heavily suboptimal convergence and
generalization. Therefore, all experiments utilize the native
causal language modeling backbone to predict the actual re-
source allocation (%) as a discrete text string. This generative
formulation allows the model to directly leverage its estab-
lished language generation pathways. By aligning with the
unified text-to-text paradigm [34], this approach is signifi-
cantly more effective and stable for extracting accurate quan-
titative predictions. The available dataset is partitioned into
800 training samples and 200 test samples. This compact data
scale is an inherent limitation of the public dataset, rather
than a deliberate methodological choice to restrict training
volume. Nevertheless, it reflects the data-scarce reality often
encountered in practical edge IoT deployments [35], [36].

To mimic an online or data-sparse adaptation scenario
while adhering to strict GPU memory constraints, we fine-
tune each model for only one epoch with a batch size of 1. A
learning rate of 5× 10−4 is applied exclusively to the adapter
parameters, while the pretrained backbone remains entirely
frozen.
For evaluation, we report tolerant accuracy, defined as the

percentage of test samples where the predicted allocation is
within a±3% error margin of the ground truth. This intuitive
and practical metric reflects model reliability. In addition,
we use root-mean-squared error (RMSE) and mean absolute
error (MAE) as standard metrics to assess true performance,
computing both directly from the raw prediction errors on
the test set. To gauge deployment feasibility and adaptation
efficiency, we also record the number of trainable parame-
ters, total fine-tuning time (training overhead), and average
per-sample inference latency.
An example input prompt is shown as follows:
”Timestamp”: ”2024-03-25 12:00:00”,
”Device_ID”: ”D14”,
”Temp”: ”32^{\circ}C”,
”Humidity”: ”72 ”Work-

load_Type”: ”Data Analytics”,
”Processing_Tier”: ”Device”,
”CPU_Usage (”Memory_Usage(MB)”: 2276,
”Network_Latency(ms)”: 29,
”Network_Jitter(ms)”: 8,
”Task_Execution_Time(ms)”: 189,
”Predicted_Resource_Allocation(###
Predict the Actual Resource Alloca-

tion(

D. HARDWARE AND IMPLEMENTATION
In our setup, we used a workstation equipped with an Intel
Xeon W5-3525 CPU and an NVIDIA RTX A6000 GPU.
Classical neural network operations were executed in Py-
Torch on the GPU. Concurrently, quantum modules were
implemented and trained using the PennyLane library on the
CPU in a differentiable statevector simulator mode.We
empirically observed that, for our specific circuit sizes, the
statevector simulation wasmore efficient on CPUs than
on GPUs [37], [38].
Nevertheless, even these optimized CPU-based simula-

tions remain substantially slower than conventional GPU-
accelerated tensor operations used in classical deep learning.
Due to theO(2n) memory and time complexity of simulating
n qubits, we restrict the quantum circuits to be shallow and
use relatively few qubits (as described in Section III) to keep
runtimes manageable. In practice, we omitted specific heavy
configurations (e.g., high-depth QAs on the largest LLMs)
that would not complete within a feasible simulation time
frame.
This design choice inevitably limits the theoretical ex-

pressivity of our PQCs compared to the deep wide circuits
often considered in asymptotic complexity analyses. Conse-
quently, rather than claiming a formal “quantum advantage,”
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the benefit we target in this work is an empirical quantum en-
hancement driven by parameter efficiency. The core research
question is: given a strictly constrained parameter budget
and shallow circuit depth, can PQCs provide richer more
useful feature couplings than equivalently compact classical
adapters for complex high-feature tasks?
Our empirical results indicate that, even within this con-

strained simulation regime, the proposed APC, HPC, and
AQB provide a superior effective representational alterna-
tive, often surpassing classical LoRA under comparable pa-
rameter budgets. This suggests that the high expressivity of
quantum entanglement can be practically harvested using
shallow simulatable circuits to augment PEFT.

E. BASELINES AND PROPOSED METHODS
We compare the following fine-tuning methods in our evalu-
ation.

1) FPFT: It is a conventional baseline where all model
weights are unfrozen and optimized on the task. This
represents the upper bound on adaptability (100% of
parameters trainable), but is prone to overfitting with
limited data.

2) LoRA Adapter: It is a classical LoRA baseline. We
insert standard LoRA modules with rank r = 2 and
scaling factor α = 8.

3) AdaLoRA Adapter: To benchmark against advanced
parameter allocation strategies, we include AdaLoRA
[39]. It dynamically distributes the rank budget dur-
ing training to prioritize more critical weight matrices,
representing a highly optimized classical low-rank ap-
proach.

4) IA3 Adapter:We use IA3 (Infused Adapter by Inhibit-
ing and Amplifying Inner Activations) [40] to test a
simple low-parameter classical baseline.

5) Classical Nonlinear Adapter: It is a strict control base-
line designed to isolate the benefits of quantum en-
tanglement from simple nonlinear mappings. It shares
the exact same bottleneck architecture and parameter
budget as standard LoRA (r = 2) but introduces a clas-
sical nonlinear activation function (SiLU) between the
down- and up-projection layers. This serves as a direct
classical counterpart to verify whether performance
gains stem from the quantum Hilbert space mapping
or mere nonlinearity.

6) Proposed MPS–PQC Adapters: We experiment with
inserting quantum modules in four layers and eight
layers to examine the effect of spreading many small
quantum modules throughout the network.

7) Proposed APC–PQC and HPC–PQC Adapters: These
are high-density quantum PQCs introduced in Sec-
tion III-B. We evaluate both four- and eight-layer
insertion configurations to observe the scaling be-
havior and representational power of global pairwise
contractions.

8) Proposed AQB Variants: This is the family of AQB
adapters introduced in Section III-C.We evaluate three
design variants that distribute features across multiple
small quantum blocks: 1) Same–AQB; 2) RotShift–
AQB; and 3) Permute–AQB. All AQB variants use the
same number of qubits, differing only in how entangle-
ment and feature sharing are structured across blocks.
In our experiments, we primarily instrument four quan-
tum layers, while extending our best-performing vari-
ant (Permute–AQB) to eight layers for comprehensive
scaling analysis.

We evaluate our proposed adapters across five causal LLM
backbones, scaling from approximately 125 million to 2
billion parameters. These models encompass different se-
quence modeling architectures: an attention-free selective
state space model in Mamba2 [41], alongside a diverse
set of standard Transformer-based decoders including GPT-
Neo [42], Pythia [43], LLaMA-3.2 [44], and Qwen-3.5 [45].
To ensure fair and reproducible comparisons, we insert each
adapter into the specific projection layers responsible for
state mapping or query formulation within each model’s
backbone:

1) Mamba2-130M: in_proj and out_proj;
2) GPT-Neo-125M: q_proj;
3) Pythia-160M: query_key_value;
4) LLaMA-3.2-1B: q_proj;
5) Qwen-3.5-2B: q_proj.

To address initialization variance while mitigating the sig-
nificant computational overhead associated with differen-
tiable quantum simulations, the core backbone model eval-
uations, as detailed in Tables 2 and 3, were independently
repeated three times using distinct random seeds (42, 1755,
and 2026) . For these core results, the reported metrics, in-
cluding Accuracy, RMSE, and MAE, are presented as the
mean and standard deviation (Mean± STD) across the three
runs. Given the exponential O(2n) time and memory com-
plexity of classical statevector simulations of quantum
circuits, subsequent exploratory and extended scaling experi-
ments were conducted using a single seed. This protocol pro-
vides a balance between statistical reliability for the central
architectural claims of QCHFT and practical feasibility when
simulating highly entangled quantum spaces in conjunction
with LLMs.

F. ABLATION STUDIES ON MULTITIER IOT RESOURCE
ALLOCATION
Tables 2–4 summarize the fine-tuning performance, thresh-
old sensitivity, and rank-scaling behaviors on the Mamba2-
130M backbone. In these tables, “Inf. time per-sample” de-
notes the average latency required to process a single test
input during software simulation.
These comparisons form a comprehensive set of ablation

studies over adapter PQCs, quantum depth, and classical
controls. We systematically contrast FPFT, standard LoRA,
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TABLE 2. MAMBA2-130M-HF (Epoch=1, Batch=1)

TABLE 3. Tolerant Accuracy Sensitivity Analysis Across Multiple Error Thresholds (Mean ± STD Over Three Seeds)

a strict classical nonlinear baseline, and our proposed MPS,
HPC, APC, and AQB adapters by evaluating variants at both
four-layer (Q� = 4) and eight-layer (Q� = 8) depths under
tightly controlled trainable-parameter budgets.

1) STATISTICAL SIGNIFICANCE AND METRIC ROBUSTNESS
To ensure the reliability of our findings and address the effect
of the test set size, we report the mean and standard deviation
for Accuracy, RMSE, and MAE across three independent
random seeds. As shown in Table 2, the standard deviations
of the proposed QAs remain consistently low across all met-
rics, generally within ±0.60% for accuracy and ±0.05 for
regression errors, with certain configurations exhibiting near-
zero variance. This stable convergence behavior indicates
that the observed performance trends are robust to random
initialization. Such robustness aligns with recent theoretical
insights in quantummachine learning, which suggest that the

highly constrained entangled parameter spaces of PQCs can
inherently act as structural regularizers, thereby mitigating
the variance often associated with classical neural network
initialization [46], [47].
A notable observation in Table 2 is the manifestation

of near-zero variance (±0.00) across multiple runs for
several highly constrained configurations, including IA3 and
specific quantum variants (e.g., Permute–AQB). Rather than
being a statistical anomaly, this high consistency aligns with
the expected optimization dynamics of extremely compact
parameter spaces. Unlike FPFT, which navigates a massive
nonconvex loss surface that is inherently sensitive to random
initialization (yielding a variance of ±1.73%), ultra-low
parameter adapters operate within amuchmore restricted op-
timization subspace. For theQAs in particular, the fixed topo-
logical entanglement of the PQCs can serve as an effective
structural regularizer [28], [48]. This entanglement topology
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TABLE 4. Ablation Study on RANK (r = 2, 4, 8) for MAMBA2-130M-HF (Eight-Layer Adapters)

restricts the accessible Hilbert space and helps guide the
optimization trajectory toward stable local minima, thereby
significantly mitigating the impact of initialization variance.
Furthermore, it is important to note that the threshold-based
tolerant accuracy metric (±3% margin) naturally absorbs
microscopic continuous fluctuations in the model’s output,
thereby contributing to the observed discrete stability.
From a practical standpoint, this highly stable convergence
behavior is a desirable trait for edge deployments, as it
ensures predictable and reliable model adaptation without
the unpredictable risks associated with initialization-induced
variance.
Furthermore, to ensure the robustness of the chosen eval-

uation metric and address potential dependencies on specific
threshold values, we conduct a sensitivity analysis by report-
ing tolerant accuracy across multiple error margins (±1%,
±2%,±3%, and±5%). As shown in Table 3, while classical
LoRA exhibits a marginal advantage under the highly restric-
tive±1% threshold, the proposedAPC–PQC adapter demon-
strates consistent performance improvements over LoRA at
the ±2%, ±3%, and ±5% margins. Notably, at the broader
±5% threshold, the QA achieves an accuracy that is highly
competitive with, and marginally surpasses, that of FPFT.
These results suggest that the observed performance advan-
tages of QCHFT are not isolated artifacts of the±3% thresh-
old selection, but rather indicate a robust regression capabil-
ity that generalizes well across varying tolerance levels.

2) ESTABLISHING THE BASELINES AND CLASSICAL
CONTROLS
As summarized in Table 2, FPFT (updating all 128 989 632
parameters) establishes a strong performance baseline for
this task, attaining an accuracy of 73.50% (±1.73%). A stan-
dard rank-2 LoRA adapter significantly reduces the trainable

parameter footprint to 308 352 (roughly 0.24% of the back-
bone), but results in an accuracy drop to 67.33% (±0.29%).
To ensure that our QAs are benchmarked against diverse
classical PEFT paradigms, we further evaluate AdaLoRA
and IA3. Despite its dynamic rank allocation and a larger
parameter budget (616 896 parameters), AdaLoRA achieves
66.50% (±0.50%) accuracy. Meanwhile, the ultra-efficient
IA3 adapter reaches 67.00% (±0.00%) accuracy. Crucially,
to investigate whether the benefits of our QAs stem merely
from the introduction of nonlinear mappings rather than
quantum entanglement, we introduce a Classical Nonlin-
ear baseline. This control shares the exact same rank and
parameter budget as standard LoRA (308 352 parameters)
but incorporates a modern nonlinear SiLU activation func-
tion [49]. Despite the added nonlinearity, its accuracy is
65.00% (±0.00%). This observation suggests that, under
highly constrained parameter budgets, simple nonlinear bot-
tlenecks and low-rank linear architectures may lack the ex-
pressivity to capture the complex higher order feature de-
pendencies required for this task. This fundamental limita-
tion of constrained classical spaces provides a clear moti-
vating rationale for exploring the high-dimensional mapping
capabilities of quantum-enhanced feature spaces.

3) PARAMETER COMPOSITION AND EFFICIENCY
Across our proposed methods, the Total Trainable Params
are dominated by classical linear projections required for di-
mension reduction and restoration, whereas Quantum Train-
able Params strictly account for the variational rotation gates
inside the PQCs. Since embedding operators (e.g., angle or
amplitude embeddings) inject data without introducing train-
able weights, the quantum parameter count remains highly
compact. For instance, the four-layer MPS–PQC adapter re-
quires only 208 704 total parameters—notably fewer than the
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classical LoRA baseline—with a mere 10 944 parameters
originating from the quantum circuits.

4) PERFORMANCE OF LIGHTWEIGHT QUANTUM PQCS
(MPS, HPC, AND APC)
Despite operating with a smaller total parameter budget than
standard LoRA and AdaLoRA, the four-layer MPS–PQC
achieves 69.16% accuracy, outperforming all evaluated clas-
sical PEFT baselines. Scaling the MPS architecture to eight
layers further improves accuracy to 70.00%.
For the dense PQCs (HPC and APC), which introduce

global pairwise contractions, we observe a distinct scaling
behavior. While the four-layer variants perform modestly,
deepening the architecture unlocks their representational ca-
pacity. The eight-layer APC–PQC, utilizing only 324 480
parameters (comparable to LoRA’s budget), achieves a no-
table 72.66% accuracy. This near-FPFT performance demon-
strates that, given sufficient circuit depth, the highly entan-
gling APC topology can help bridge the generalization gap
often observed in classical low-rank methods.

5) AQB VARIANTS AND SUPERIOR CONTINUOUS METRICS
The AQB adapters represent a deliberate design tradeoff,
utilizing a slightly larger parameter budget (approximately
1.44 M to 1.48 M parameters, or 1.1% of the model) to
implement advanced cyclic permutations and ring-cnot
structures. Among the four-layer configurations, the
Permute–AQB variant achieves the highest accuracy
(70.50%), outperforming both Same–AQB and RotShift–
AQB, indicating that dynamic feature routing across qubits
is highly beneficial.
Most notably, the eight-layer Permute–AQB achieves an

accuracy of 71.50%, while demonstrating a distinct advan-
tage in the continuous error metrics. It yields an RMSE
of 2.9530 (±0.0000) and an MAE of 2.5500 (±0.0000),
surpassing the FPFT benchmark (RMSE 3.0981 ± 0.0741,
MAE 2.5750 ± 0.0520). This performance suggests that the
dynamic feature routing and global information fusion inher-
ent in the AQB topology are particularly effective for con-
tinuous functional approximation. The highly entangled per-
mutation structure provides an expressive hypothesis space
capable of fitting complex regression targets with high em-
pirical stability [2], [50].

6) CONTEXTUALIZING THE PARAMETER SCALE OF AQB
Table 2 indicates that the AQB variants utilize a larger total
parameter budget (≈ 1.44M to 1.48M, or ≈ 1.1% of the
backbone) compared to the low-rank baselines (≈ 308K). To
better understand the sources of the observed performance
improvements, it is helpful to contextualize this disparity
across three dimensions.
First, we demonstrate that the proposed quantum architec-

tures can offer advantages even under equivalent parameter
constraints. As shown in Table 2, the APC–PQC adapter
utilizes 324K parameters, closely matching the capacity of

LoRA (r = 2), yet it yields a noticeable improvement in
accuracy (72.66% versus 67.33%).
Second, to evaluate the specific impact of a larger param-

eter budget at the ≈ 1.5M scale, we compare AQB against
an upscaled classical baseline. Table 4 shows that expanding
LoRA to rank r = 8 requires 1 233 408 parameters, bringing
it closer to the AQB budget. With this expanded capacity,
LoRA (r = 8) achieves 70.00% accuracy, though its contin-
uous error metrics do not surpass those of the FPFT baseline.
In contrast, the eight-layer Permute–AQB (1 479 360 param-
eters) achieves 71.50% accuracy and improves upon LoRA in
both RMSE andMAE. This comparison suggests that AQB’s
performance benefits from its specific quantum-topological
design rather than simply from increased classical parameter
volume.
Third, examining the parameter distribution within AQB

highlights the compactness of its quantum circuits. The
larger overall size of AQB primarily stems from the clas-
sical up- and down-projection matrices needed to interface
with the quantum feature space. In contrast, the actual Quan-
tum Trainable Params in the eight-layer Permute–AQB re-
quire only 13 248 parameters, substantially fewer than the
126 720 quantum parameters used by APC–PQC. This illus-
trates the efficiency of AQB’s cyclic permutation and ring-
cnot topology, which achieves competitive metrics with
a relatively modest number of quantum gates. Ultimately,
at approximately 1.1% of the backbone parameters, AQB
remains well within the PEFT regime, offering a viable
tradeoff between classical projection scale and quantum rep-
resentational capacity.

7) ABLATION ON RANK SCALING AND DIMENSIONALITY
CONSTRAINTS
To further investigate the capacity of our models, we eval-
uated performance across different rank dimensions (r ∈
{2, 4, 8}), as detailed in Table 4. It is important to note that
the AQB variants are structurally excluded from this specific
rank ablation. In AQB, the down- and up-projection dimen-
sions are intrinsically bound to the fixed total qubit count
used for angle embedding and operate independently of a
traditional variable-rank bottleneck.
For the amplitude-embedding PQCs (MPS, HPC, and

APC), the adapter rank directly dictates the number of mea-
sured qubits at the circuit’s output. The optimal total number
of physical qubits is fundamentally bounded by the input
feature dimension, scaling as �log2(din)�. Forcing an arbi-
trarily large rank (e.g., r > 16) would necessitate artificially
inflating the number of physical qubits beyond this natu-
ral feature requirement. This would not only inject unin-
formative zero-padding into the quantum state preparation
but also trigger an exponential increase in the O(2n) cost of
software simulation, without yielding meaningful represen-
tational gains. Therefore, restricting our scaling analysis to
r ∈ {2, 4, 8} strikes a rigorous balance between evaluating
architectural capacity and maintaining strict computational
tractability.
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TABLE 5. Comparison of Fine-Tuning Performance on SST-2 and HellaSwag Datasets (EPOCH = 1, r = 2)

Crucially, Table 4 reveals a parameter-efficiency advan-
tage for the proposed quantum architectures at higher ranks.
Standard LoRA scales its parameters symmetrically with
rank, requiring both classical down- and up-projection ma-
trices. In contrast, our amplitude-embedding PQCs struc-
turally eliminate the need for a classical down-projection
weight matrix; the input features are directly mapped into
the quantum state amplitudes via the StatePrep operation.
Consequently, the classical trainable parameters are exclu-
sively allocated to the up-projection phase. This asymmetric
scaling implies that at r = 4 and r = 8, the total parameter
budgets of the deep eight-layer PQCs remain strictly smaller
than that of classical LoRA. For example, at r = 8, classical
LoRA requires 1.23M parameters, whereas the eight-layer
APC–PQC only utilizes 917K parameters.
Within this highly efficient parameter regime, the quantum

PQCs consistently yield performance improvements over
classical LoRA at equivalent dimensionalities. Notably, due
to their asymmetric parameter scaling, the total parameter
counts of the MPS, HPC, and APC adapters at higher ranks
are strictly lower than that of classical LoRA.While classical
LoRA scales its accuracy from 67.33% (r = 2) to 70.00%
(r = 8, utilizing 1.23M parameters), the QAs peak earlier
and higher depending on their specific entanglement graphs:
APC dominates at r = 2 (72.66%) and r = 8 (71.00%, uti-
lizing only 917K parameters), while HPC excels at r = 4
(72.50%, utilizing 522K parameters compared to LoRA’s
616K). This analysis indicates that different quantum PQCs
possess unique “sweet spots” for feature dimensionality, yet
they collectively provide a more robust and expressive fea-
ture space than purely classical low-rank matrices, achieving
these performance gains while maintaining a distinct param-
eter efficiency at scaled ranks.

8) EVALUATION ON GENERAL NLP BENCHMARKS: SST-2
AND HELLASWAG
To evaluate the cross-domain generalizability of QCHFT be-
yond IoT-specific tasks, we further benchmark our adapters
on two representative NLP datasets: SST-2 (Stanford Senti-
ment Treebank) [51] and HellaSwag [52]. SST-2 is a widely
used binary sentiment classification task that requires the
model to capture fine-grained semantic nuances in text. In
contrast, HellaSwag is a rigorous common-sense reason-
ing benchmark that tests a model’s ability to predict plau-
sible continuations of various scenarios, demanding higher
order logical synthesis. Due to the high O(2n) time and

memory complexity inherent in classical state-vector quan-
tum simulation [9], [53], we performed random downsam-
pling in these experiments, using 1000 training samples and
approximately 1000 test samples for both datasets to main-
tain computational tractability while ensuring a representa-
tive evaluation.
As summarized in Table 5, the experimental results reveal

distinct performance patterns across task types. On the SST-
2 dataset, classical LoRA achieves the highest accuracy at
86.81%. While our proposed Permute–AQB and APC–PQC
yield highly competitive results (86.35% and 83.83%, re-
spectively), they do not surpass the classical baseline in this
specific classification task. This performance gap in SST-2
can be attributed to the inherent linguistic simplicity of the
task: sentiment classification often heavily relies on identify-
ing surface-level high-frequency keywords or linearly sepa-
rable semantic clusters [54]. Theoretical studies on the objec-
tive landscapes of language models have demonstrated that
such low-complexity tasks possess an extremely low intrinsic
dimensionality [55]. In this specific regime, classical linear
low-rank projections are exceptionally well-optimized and
entirely sufficient [10]. Consequently, for highly structured
and lower dimensional linguistic tasks, the high-dimensional
nonlinear mapping provided by quantum entanglement may
offer limited additional utility.
However, a notable trend is observed on the more complex

HellaSwag reasoning benchmark. While the absolute accu-
racy scores across all methods are relatively modest—likely
reflecting the limited common-sense priors of the 130M-
parameter backbone and the constrained 1000-sample train-
ing regime necessitated by quantum simulation costs—the
relative performance between adapters provides meaningful
insights. Despite these challenging low-resource conditions,
the proposed QAs consistently outperform classical LoRA.
Under a comparable parameter budget, the APC–PQC
(Q�=8) reaches an accuracy of 25.70%, compared to 24.40%
for classical LoRA. Furthermore, the Permute–AQB variant
extends this advantage, achieving the highest overall accu-
racy of 26.40%. These observations suggest that, for tasks
involvingmultistep reasoning, the specific topological entan-
glement and dynamic feature routing inherent in quantum-
augmented feature spaces may provide a more effective
means of capturing high-order feature dependencies [3],
[56]. Furthermore, QAs may maintain comparatively greater
representational capacity in scenarios where classical linear
updates exhibit performance saturation [46], [47].
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TABLE 6. GPT-Neo-125 M (Epoch = 1, Batch = 1)

Crucially, this task-dependent pattern is not an inci-
dental finding but rather a theoretically predicted out-
come. Tasks with high intrinsic dimensionality and nonlin-
ear high-order feature interactions—such as multitier IoT
resource allocation and common-sense reasoning—favor
quantum entanglement-induced representations, while low-
complexity tasks with linearly separable structure are effi-
ciently handled by classical LoRA. The consistent alignment
of our empirical results across all three benchmarks with
this theoretical prediction constitutes a principled character-
ization of the conditions under which quantum-augmented
adapters provide practical benefit, rather than a claim of
universal superiority.

9) COMPUTATIONAL TRADEOFFS AND NISQ APPLICABILITY
While the proposed PQCs demonstrate clear empirical en-
hancements in parameter efficiency and task performance,
they inevitably introduce a notable computational overhead
during classical software simulation. For example, the eight-
layer Permute–AQB requires roughly 18 s per inference sam-
ple on CPU-based statevector simulators, compared to
the 43-ms latency of classical LoRA on GPUs. However, it is
essential to recognize that this latency primarily reflects the
inherent computational demands of simulating O(2n) quan-
tum amplitudes on classical von Neumann architectures [37],
[38]. Because our proposed adapters rely on highly lo-
calized shallow quantum circuits (e.g., small PQC blocks
in AQB), they are intrinsically compatible with near-term
NISQ hardware [25]. In a native quantum processing unit
(QPU) deployment, the execution time is governed merely
by the physical gate execution depth (O(1) with respect to
layer scaling if parallelized), effectively circumventing the
classical simulation bottlenecks characteristic of variational
quantum algorithms [26].

10) SUMMARY
The Mamba2-130M evaluation confirms that modestly
sized QAs can capture complex topological feature
dependencies that remain out of reach for equivalently
sized classical low-rank or nonlinear adapters. By enabling
the APC–PQC to perform on par with the accuracy of FPFT
under a strict parameter parity with LoRA, and empowering
the Permute–AQB to achieve highly competitive results
in continuous regression metrics (RMSE and MAE), our
findings highlight the enhanced representational capacity of

quantum-enhanced feature spaces. Ultimately, these results
demonstrate that integrating PQCs offers a highly promising
parameter-efficient pathway for adapting foundation models
to complex resource-constrained environments.

G. GENERALIZABILITY ACROSS MODEL ARCHITECTURES
AND SCALES
To assess the broader applicability of QCHFT, we extended
our evaluation to four additional backbone architectures scal-
ing from 125 M to 2B parameters (see Tables 6–9). This di-
verse set includes standard Transformers (GPT-Neo, Pythia)
and modern high-capacity models (LLaMA-3.2, Qwen-3.5),
allowing us to observe the interaction between quantum en-
tanglement and different architectural scaling regimes.

1) PERFORMANCE ON SMALL-SCALE TRANSFORMERS
(GPT-NEO AND PYTHIA)
On the GPT-Neo-125M and Pythia-160M models, the QAs
demonstrate a consistent capacity to improve upon classical
PEFT methods while maintaining a more compact param-
eter footprint. As shown in Table 6, while LoRA (r = 2)
achieves 69.00% accuracy on GPT-Neo, the MPS–PQC vari-
ant reaches 72.00% despite using only ≈ 64% of LoRA’s
trainable parameters. A similar trend is observed in Pythia-
160M (see Table 7), where MPS–PQC achieves the high-
est accuracy (72.50%) and the lowest error metrics (RMSE
2.8870, MAE 2.5150) among all evaluated PEFT configura-
tions. These results suggest that, for models in the hundred-
million-parameter range, the structured feature mappings
provided by MPS-type entanglement are particularly effec-
tive at capturing task-specific information that classical low-
rank updates may overlook.

2) SCALING TO BILLION-PARAMETER MODELS (LLAMA-3.2
AND QWEN-3.5)
A key observation of this study is the sustained efficacy
of QCHFT as the backbone scales to the billion-parameter
regime. On LLaMA-3.2-1B (see Table 8), both HPC–PQC
and APC–PQC achieve 64.00% accuracy, representing a
3.5% improvement over classical LoRA. This gain is note-
worthy given that the QAs utilize a smaller total trainable
parameter budget (≈ 111K) than LoRA (≈ 131K).

On the Qwen-3.5-2B backbone (see Table 9), we observe
a notable performance enhancement. While standard LoRA
attains 65.50% accuracy, the HPC–PQC increases this to
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TABLE 7. Pythia-160 M (Epoch = 1, Batch = 1)

TABLE 8. Llama3.2-1B (Epoch = 1, Batch = 1)

TABLE 9. Qwen3.5-2B (Epoch = 1, Batch = 1)

72.50%. Simultaneously, MPS–PQC achieves a favorable
regression fit with an RMSE of 2.9198, the lowest across all
methods for this backbone. The fact that QCHFT maintains
or even extends its advantage over LoRA as model capacity
increases from 125 million to 2 billion parameters.

3) ARCHITECTURAL ROBUSTNESS AND INHERENT
EFFICIENCY
Across all four backbones, the Permute–AQB variant con-
sistently delivers competitive accuracy, often exceeding the
results of the classical baselines. Although AQB involves
a larger classical projection overhead, its quantum core re-
mains remarkably compact, typically utilizing fewer than
5000 trainable quantum parameters.
In summary, our cross-model evaluation confirms that

the benefits of QCHFT are adaptable across diverse archi-
tectures. Whether applied to the attention-free Mamba2 or
the ubiquitous Transformer blocks of LLaMA and Qwen,

PQCs consistently yield competitive or higher accuracy and
lower regression errors than classical LoRA. This robustness
across a wide range of parameter scales validates QCHFT
as a versatile and parameter-efficient framework for founda-
tion model adaptation, particularly in scenarios demanding
high representational capacity to capture complex nonlinear
feature dependencies within constrained trainable budgets.

H. DISCUSSION AND IMPLICATIONS
1) ACCURACY VERSUS TRAINABLE PARAMETERS
A primary finding across our experiments is the favorable
parameter efficiency of QCHFT. While FPFT provides an
upper bound, classical PEFTmethods like LoRA often strug-
gle to capture complex task structures under strict parame-
ter constraints. As shown in Tables 2–9, QAs consistently
outperform both LoRA and the Classical Nonlinear baseline
while utilizing as little as 0.003%–1.1% of the backbone
parameters.
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Specifically, the APC/HPC variants indicate that quantum
entanglement can yield higher accuracy than LoRA even
at strict parameter parity. Furthermore, the AQB variants
demonstrate that a modest increase in the classical projection
budget, combined with a highly compact quantum core (of-
ten < 5000 parameters), can achieve results highly compet-
itive with the FPFT baseline in metrics (RMSE/MAE). This
nonmonotonic relationship suggests that the architectural ar-
rangement of parameters—specifically the high-dimensional
feature coupling enabled by PQC entanglement—plays a
substantial role, alongside the raw parameter count, for task
generalization.
The efficacy of QCHFT stems from its ability to imple-

ment complex nonlinear feature maps. Unlike the linear up-
dates in LoRA, the entangling layers in our PQCs generate
higher order feature interactions. This mechanism enables
adapters to capture intricate cross-tier dependencies (e.g., de-
vice load versus cloud latency) that are difficult to represent
in a classical way. Our results suggest that even the lim-
ited expressivity of shallow NISQ-compatible circuits [25]
can significantly enhance representational capacity within
constrained trainable budgets.

2) COMPUTATIONAL TRADEOFFS AND SCALABILITY
The primary practical bottleneck remains theO(2n) classical
simulation cost of quantum state vectors. As reflected in our
timing data, QCHFT training and inference are currently
orders of magnitude slower than GPU-accelerated classical
operations. However, this overhead primarily reflects the in-
herent computational demands of classical emulation [37].
On native QPUs, the execution time would be governed by
circuit depth rather than Hilbert space dimension, poten-
tially enabling near-constant time inference through parallel
execution of localized PQC blocks [26].
Crucially, our study demonstrates that QCHFT is

adaptable across diverse architectures and scalable. The
framework was successfully applied across diverse
backbones ranging from 125 million-parameter to the
2 billion-parameter Qwen-3.5, requiring only minimal
adjustments to adapter placement. This robustness across
three orders of magnitude in model scale validates QCHFT
as a versatile paradigm for enhancing foundation models
in scenarios demanding high expressivity under severe
parameter constraints.

V. CONCLUSION
In this article, we introduced QCHFT, a family of parameter-
efficient QAs. By integrating PQCs into the adaptation
bottleneck, QCHFT aims to provide an alternative high-
dimensional parameterization that mitigates the expressivity
constraints often encountered in strictly linear classical low-
rank methods.
Our extensive evaluations across five diverse causal

LLM backbones reveal that QCHFT provides enhanced
feature representation compared to classical PEFT methods,

translating to measurable performance gains on the complex
high-feature tasks.
Through empirical analyses encompassing expressibility,

noise robustness, and 1-D function approximation, our find-
ings indicate that QCHFT strikes a favorable balance be-
tween representational capacity and resilience to simulated
depolarizing noise. These properties highlight its structural
compatibility and suggest a potential pathway for deploy-
ment on near-term NISQ hardware.
Looking forward, several fertile avenues for research re-

main.We aim to explore the generalization of QCHFT across
other modalities (e.g., vision models). Meanwhile, develop-
ing a deeper theoretical understanding of QA expressivity—
specifically, formalizing which gate classes and correlation
structures PQCs can represent more efficiently than legacy
designs—remains a critical direction.
In conclusion, QCHFT is not intended as a universal re-

placement for classical PEFT. Instead, it serves as an empiri-
cal quantum enhancement driven by parameter efficiency, an
exploratory quantum-aware complement for adapting foun-
dation models to complex nonlinear environments where
additional representational capacity might be beneficial.
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