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Abstract—In developing Advanced Driver Assistance Systems
(ADAS) and Automated Driving Systems (ADS), traffic sign
detection is a critical task. However, existing methods face
limitations in real-time performance and small-object detection
accuracy, partly due to deployment platform constraints. Our
proposed Neck-Heavy YOLOvV5 (NH-YOLOVS) introduces sig-
nificant improvements. It features a hybrid data augmentation
approach that enhances the detection of small objects. Moreover,
a unique neck-heavy network architecture is designed to optimize
detection performance without increasing computational com-
plexity. Notably, NH-YOLOVS is integrated into the digital twin
framework of traffic systems. By leveraging the digital twin’s
ability to simulate and monitor traffic scenarios in real time, the
model can continuously adapt and improve its detection capabil-
ities. Experimental results based on the Tsinghua - Tencent 100K
(TT100K) dataset demonstrate that our method achieves a 53%
reduction in computation while enhancing accuracy and small
object detection ability, making it highly suitable for real-time
traffic sign detection in the context of digital twins.

Index Terms—Traffic Sign Detection, Data Augmentation,
YOLOVS, Digital Twin

I. INTRODUCTION

Empirical evidence shows that automated driving technolo-
gies, such as ADAS and ADS, effectively reduce human-
induced driving errors [1]. Traffic sign detection is a key
component in the decision-making process of autonomous
driving. Convolutional Neural Networks (CNNs) [2] have led
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to significant breakthroughs in this field. Currently, CNN-
based traffic sign detection is essential for both ADAS and
ADS systems. With the development of digital twin technology
in transportation, creating a virtual replica of traffic environ-
ments has become feasible. This digital twin encompasses not
only the physical infrastructure but also dynamic elements like
traffic signs and vehicle movements, making it a powerful tool
for simulating and analyzing traffic scenarios.

However, there are two primary challenges when deploying
traffic sign detection models on in-vehicle platforms: poor
real-time performance and high miss rates for small objects.
While some models achieve better detection performance by
increasing parameters and FLOPs (Floating Point Operations)
[3], this approach is impractical for in-vehicle platforms that
are constrained by power consumption and cost. Small objects,
in particular, are difficult to detect due to their limited pixel
area, which contains insufficient color and feature information.
If small traffic signs are not detected, the vehicle’s response
time increases, which significantly impacts the safety per-
formance of autonomous vehicles. For instance, a failure to
rapidly detect speed limits or other critical traffic signals can
delay decision-making and pose safety risks.

To meet the real-time inference requirements of end-side
platforms, several single-stage detection algorithms have been
proposed. Early works include the YOLOv2 [4] algorithm
improved by Zhang et al. [5] for Chinese traffic signs, and
Xie et al.’s residual nesting mechanism for improving Tiny-
YOLOv3 [6] [7]. More recent models, such as YOLOVS,
YOLOvV7 [8], and even emerging versions like YOLOvS8 [9],



YOLOVY [10], YOLOv10 [11], and YOLOv11 [12], show im-
proved real-time performance. Despite this progress, we chose
to improve YOLOVS for several reasons. First, YOLOVS offers
a relatively balanced structure between accuracy and model
size, providing a solid foundation for our research. Second,
its existing framework allows for efficient modification and
optimization.

Although these models have made considerable strides in
improving detection accuracy and real-time performance, they
are still limited by inadequate dataset processing, which im-
pacts their practical application and robustness. Furthermore,
small object detection remains a challenging task. Striking a
balance between accuracy and inference efficiency is a key
focus of current research in this field. In this paper, we propose
NH-YOLOVS5, which not only meets the real-time inference
requirements but also enhances small object detection. The
main contributions of this work are as follows:

o We propose a novel hybrid data augmentation method,
combining probabilistic Mosaic online augmentation and
copy-and-paste offline augmentation, to address class
imbalance and improve detection of small objects in
traffic sign datasets.

« We design a network architecture with a lightweight back-
bone and a robust feature fusion network. Using Ghost
[13] convolution and the C2f module [14], we introduce
the C2fGhost module to efficiently reduce computation
and parameter count. Additionally, we propose a new
feature fusion method based on BiFPN (Bidirectional
Feature Pyramid Network) [15] that enhances feature
fusion, particularly in dealing with small objects and class
imbalance.

II. RELATED WORK

The YOLOVS5 model achieves high detection accuracy while
maintaining a lightweight design, marking a significant ad-
vancement in object detection technology. It comes in five
versions—YOLOv5n, YOLOvS5s, YOLOv5Sm, YOLOvVS5I, and
YOLOv5x—each offering progressively improved detection
accuracy and model size. The YOLOvVS network comprises
three main components: Feature Extraction Network (Back-
bone), Feature Fusion Network (Neck), and Detection Head
(Head).

A. Feature Extraction Network

For feature extraction, YOLOvVS adopts CSPDarknet53 as
its backbone. This choice effectively captures semantic in-
formation through a cross-stage local network structure and
integrates a multi-scale feature pyramid mechanism, which
improves detection robustness. Additionally, YOLOVS en-
hances computational efficiency, enabling effective opera-
tion in resource-constrained environments. To ensure preci-
sion, YOLOVS5 incorporates the Channel Attention Mechanism
(CAM) [16], which emphasizes crucial features and allows the
model to capture object details accurately.

B. Feature Fusion Network

The feature fusion network in YOLOVS is crucial in improv-
ing detection performance by integrating features from various
layers. The adoption of a Feature Pyramid Network (FPN) [17]
constructs a hierarchical pyramid of feature maps, allowing
the model to focus on both global and detailed information,
which strengthens object perception across different scales.
Additionally, the Path Aggregation Network (PANet) [18] en-
hances information transfer between feature maps, improving
the model’s understanding of complex scenes and occluded
objects. The inclusion of the Spatial Attention Module (SAM)
[19] further refines the model’s focus on important spatial
regions, improving object localization accuracy. YOLOVS5’s
feature fusion network has been optimized to perform ef-
fectively in various detection tasks, including traffic sign
detection.

C. Detection Head

The YOLOVS detection head achieves efficient and accurate
object detection through several innovative designs. The de-
tection head consists of three detectors, each corresponding to
feature maps at three scales from the feature fusion network.
YOLOVS employs the BiFPN structure, which optimizes the
Feature Pyramid Network and improves multi-scale object
perception. The bidirectional information flow mechanism
of BiFPN ensures better feature integration across different
levels, enhancing both detection accuracy and robustness.
Additionally, YOLOVS uses the Mish activation function [20],
which offers smoother gradients compared to traditional acti-
vation functions, improving model stability and convergence
speed. These innovations make YOLOVS a high-performing
model for real-time object detection.

III. NH-YOLOVS5
A. Hybrid Data Augmentation

The TT100K dataset is a traffic sign dataset open-sourced
by Tsinghua and Tencent Joint Lab [21]. The dataset consists
of 100,000 Tencent street view panoramas. It includes more
than 30,000 instances of traffic signs, with image resolution
and categories surpassing those of benchmark datasets like
GTSRB and CCTSDB. However, there are two problems with
the TT100K traffic sign dataset:

Firstly, the number of training samples in TT100K varies
significantly from category to category. Even the 45 most com-
mon categories still have a significant number of unbalanced
instances. Among them, the largest number of traffic signs,
no parking (pn), has 2851 instances, compared to only 104
instances of construction signs (w32). The number of pn is
27.4 times higher than w32. Thus, an imbalanced number of
instances can cause unstable model training. This is especially
evident in suboptimal performance for small-sample classes.

Secondly, there are small-scale objects in the dataset. Here,
small objects are defined as those with a resolution of fewer
than 32 x 32 pixels using the criteria MS COCO dataset. About
50% traffic signs in the TT100K dataset have a resolution of
less than 32x32 pixels. In the detection task, small objects



with low resolution do not visualize meaningful information,
thus it is difficult to extract features with discriminative power.

a) Copy-and-paste Offline Data Augmentation: In this
paper, a copy-and-paste offline data augmentation method
is proposed for the TT100K dataset. The method imposes
requirements on the paste source, paste method, and paste
quantity. For the paste source, the traffic sign examples pro-
vided by the TT100K dataset can be used directly, or cropped
from the images containing traffic signs. For the number of
pasting, a threshold value is supported to ensure an increase
in the quantity of each label to over 500. Figure 1 shows the
effect of copy-and-paste offline data augmentation. The data
augmentation will stop only when the number of all labels
meets the threshold value. For the paste method, the copy-
and-paste offline data augmentation method proposed in this
paper makes the following three requirements:

(c) Validate the image annotation information after data enhancement

Fig. 1. Copy-and-paste offline data enhancement effect [11], (a) shows
the original image, (b) shows the effect after using copy-paste offline data
enhancement, and in (c) the annotation box is shown to verify the correctness
of data enhancement.

o Contextual pasting: The appearance of traffic signs has
a certain context and should not appear abruptly in the
image. Therefore, the contextual information traffic signs
must be considered. This method selects the location of
traffic signs already marked in the image for pasting.

« Paste in equal proportion: To reduce the scale difference
arising from different views of traffic signs, this method
only pastes traffic signs with the same aspect ratio.

o Random Paste: To further improve the randomness of
image, each paste object is rotated from 0° to 30° and then
randomly transformed in terms of brightness, saturation,
and hue.

b) Probabilistic Mosaic Data Augmentation: Mosaic
data augmentation is a method to improve the image diversity
of a dataset. The algorithm randomly selects and combines
four images to create a new image, which is then randomly
positioned and scaled. This composite image is used as
input for neural network training. Here, image compression
is required during Mosaic data augmentation. This process
further reduces the size of small objects, which may impact
the generalization ability of model. Therefore, this paper
introduces a probabilistic Mosaic data augmentation method.
This approach determines the probability of using Mosaic data
augmentation based on the proportion of small-scale objects
in the image.

The probability of using Mosaic data augmentation is
P,.g = Softmax(n,), where ng is the number of small-
scale objects in the image, and F,,q is the probability of
enhancement using Mosaic data.

B. Neck-heavy YOLOvS Network Architecture

a) Feature Extraction Network: In this work, we utilize
the Ghost module to reconstruct the Bottleneck and C2f mod-
ules, resulting in the GhostBottleneck and C2fGhost modules.
The architecture and workings of these modules are illustrated
in Figure 2.

The Ghost module, initially designed to generate redun-
dant feature maps through linear transformations, serves to
reduce both computational effort and the number of network
parameters. Specifically, GhostConv generates a set of low-
cost features that capture essential information with minimal
computational overhead. This results in a significant reduction
in the number of operations required to process the feature
maps.

The GhostBottleneck module, crafted upon the Ghost mod-
ule, introduces a residual connection inspired by the structure
of ResNet. This residual connection helps mitigate the gradient
vanishing or divergence problem that often arises due to the
deep stacking of network layers. The key operations of the
GhostBottleneck module are as follows:

« Feature reduction: The module first reduces the number of
feature map channels by half through a 1 x 1 convolution,
thereby drastically reducing computational effort. This
step can be represented mathematically as:

Freduced = C'Onvlwl (Finput)a (1)

where Fjipp: is the input feature map, and Convigy is
the 1 x 1 convolution operation.

o Feature restoration: The reduced features are then re-
stored to their original size using a 1 x 1 convolution.
This process increases the feature map channels back to
their original dimensions, allowing for richer information
propagation.

Frestored - Convllzl (Freduced)- (2)

¢ Residual connection: A shortcut connection is used to
add the input feature maps to the GhostConv output,
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Fig. 2. (a) The GhostBottleneck module (b) The C2fghost module.

preserving the original features and facilitating gradient
flow. This can be represented as:

Foutput = Finput + Conthost (Finput)' 3)

The GhostBottleneck module significantly reduces the com-
putational cost without sacrificing feature richness. Addition-
ally, the Pointwise Conv operation used in the initial Ghost
module convolution helps further enhance computational effi-
ciency by focusing on pointwise feature extraction.

Next, the C2f module, which follows the Efficient Layer
Aggregation Network (ELAN) principle, is introduced. The
C2f module concatenates the outputs of multiple bottleneck
stages, thereby allowing the model to aggregate richer, more
diverse features across different layers. This aggregation helps
maintain computational efficiency while enhancing the flow of
gradient information. Mathematically, the concatenation can be
described as:

Froncat = concat(Fy, Fy, F3, ..., Fy,), 4
where Fi, Fy, ..., F,, are the feature maps from the different
bottleneck stages. This concatenation enables the model to
leverage features from both low and high layers, improving
performance on complex tasks.

In our implementation, we replace the Bottleneck module in
the original C2f with the GhostBottleneck module, resulting
in the C2fGhost module.

The YOLOVS architecture traditionally uses P3, P4, and
P5 layer features for feature fusion and prediction. However,
for the TT100K dataset, where a large proportion of small-
scale traffic signs exist, we encounter an issue: after repeated
down-sampling, small objects may disappear or become indis-
tinguishable, leading to missed detections. Traffic signs often
rely heavily on low-level features, such as color and texture,
for effective detection. Small traffic signs often have distinct
color patterns or textures that are captured at higher resolutions
but become blurred at lower resolutions.

To address this issue, we modify the architecture by replac-
ing the deep PS5 features with more external P2 features, which
have a higher resolution and can better detect small-scale ob-
jects. This change ensures that the model can capture essential
features for small objects by maintaining the resolution in the
earlier layers, particularly for objects as small as 4 x 4 pixels.

Mathematically, the feature fusion process can be described
as:
Ftusion = concat(P2, P3, P4), 5)

where P2, P3, P4 are the feature maps from the P2, P3, and
P4 layers, respectively. This fusion approach leverages the high
resolution of P2 features for small object detection, which
significantly enhances the model’s performance on small-scale
objects.

By incorporating shallow features from P2, along with mid-
level features from P3 and P4, the enhanced model is more ca-
pable of detecting small traffic signs, which are otherwise hard
to detect with deeper, down-sampled features. This adjustment
increases the network’s small object detection capacity without
significantly increasing computational cost.

In summary, by utilizing Ghost modules and enhancing
the feature fusion process with shallow feature generation
from P2, our model significantly improves its ability to detect
small-scale objects in the TT100K dataset. This modification
allows the network to focus on high-resolution features while
maintaining computational efficiency, making it suitable for
deployment in real-world edge computing environments.

b) Feature Fusion Network: As Figure 3 shows,
Efficient-RepGFPN is introduced as a feature fusion network.
The red dashed portion in Figure 3 represents the deleted P5
feature detection layer in the related network structure. The
network takes the fused feature map as input.

Firstly, the features at various levels are passed through the
CBS module. This module is made up of convolutional layers,
batch normalization layers, and a SiLU (Sigmoid Linear Unit)
[22] activation function. Its primary goal is to standardize the
low-level features to the same level as the high-level features,
enabling them to interact effectively. This helps in achieving
better results in terms of information processing and feature
extraction. In this case, the features through the combined CBS
and up-sampling module are connected to the original features
P4, to retain the information of original features.

Secondly, the features are fused by Queen-Fusion and CBS
to enhance the expression of features, followed by the up-
sampling operation to recover the detailed information. Here,
the up-sampled features are connected to feature P2 for
information transfer and interaction between features.

Finally, the Queen-Fusion module enhances the resolution
of output information. The processed information describes the
first layer of output F1 for large-scale semantic information.
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Fig. 3. YOLOVS5 network architecture using shallow feature generation.

The Queen-Fusion module outputs are further connected to
the CBS module. The contact is established with the previous
features to preserve the original information. The resulting
features are passed through the Queen-Fusion module to
generate the second layer output F2, which captures mesoscale
semantic information. The third layer, output F3, which de-
scribes the small-scale semantic information, is obtained by a
similar structure. This feature fusion network enhances the
performance of model. It also improves the accuracy and
generalization ability of object detection tasks.

In summary, Efficient-RepGFPN uses the CSPNet struc-
ture for feature fusion. Built upon this foundation, Efficient-
RepGFPN enhances the CSPNet structure through the
Reparam mechanism and incorporates ELAN connections.
This upgrade achieves higher detection accuracy without in-
troducing additional computational burden.

c¢) Loss Function: The Wise-IoUv3 loss function is used
to replace the original CIoU loss function as the localization
loss function. The Wise-IoUv3 loss is calculated as follows:

L[OU:17[OU, (6)
Lwiovwr = Rwrov X Liou, (N
2 2
r—x + (y —
Ruro = exp | L2l 2 Wowa) ) g
(W3 + H3)

£*
p=LL, )
£IoU
Lwrovvs = rLwrovw, T = SaB5 (10)

In equation (6), IoU is the cross-merge ratio and L,y is
the IoU loss. In equation (8), Ry 1oy is the Wise-IoU penalty
term that significantly amplifies the IoU loss of common
mass anchor frame. (x,y) are the coordinates of prediction
frame centroids and (x4¢,y,:) are the coordinates of labeled
frame centroids. W, and H, are the width and height of
minimum closed frame. In equation (9), the superscript *
indicates that the computation related to W, and H, has been
separated from the computational graph. This computational
step for separating the computational graph can make it a
separate computational process, to facilitate the application of
optimization algorithms to prevent Ry 1.y from generating
gradients that hinder convergence. (8 is the definition of an
outlier, L7 is the current picture IoU loss, and L,y is the
current batch picture IoU loss mean. In equation (10), o, and 3
are hyperparameters to control the outlier and gradient gains.
Lwrouwi 1s the Wise-IoUv1 loss.

IV. EXPERIMENTS AND ANALYSIS
A. Experiment Configuration

To assess the validity of techniques described in this paper,
we utilize a training platform that runs on the Ubuntu 20.04



LTS operating system for both the training and testing of our
models. The training platform is equipped with an Nvidia
GeForce RTX3090Ti 24GB graphics card to handle the com-
putational needs of our model. The software configurations of
training platform consist of PyTorch version 1.13.1, CUDA
version 11.7, and cuDNN version 8.7.0. The batch size is 64,
the learning rate is 0.01, SGD optimization is used, and the
epochs are 200.

YOLOvS employs training strategies to expedite model
training while ensuring its efficacy. In this paper, a variety
of strategies are used.

e Warm-up Learning: The model weights are usually ran-
domly initialized in the initial stages, so adopting a large
learning rate may induce unstable oscillations. Warm-
up learning involves commencing with a lower initial
learning rate, which promotes smoother convergence and
stability in the model.

o Cosine Annealing Learning Rate: The cosine function
gradually decreases as the independent variable increases.
When integrated with the learning rate, this descending
pattern effectively produces robust training results at a
lower computational cost.

o Early Stopping: Monitoring model parameters, often us-
ing mean Average Precision (mAP) as a metric, facili-
tate the implementation of early stopping. Training halts
when mAP fails to exhibit improvement over consecutive
epochs. This approach helps mitigate the risk of overfit-
ting.

B. Evaluation

Detecting and classifying objects accurately is a crucial
function of an algorithm. The effectiveness of this function
is measured by the detection accuracy, represented by the
mAP metric. The IoU is another important metric that helps
to measure the detection accuracy. The IoU takes a value of
0.5, and its calculation is based on the intersection between
the predicted bounding box and the ground truth bounding box
divided by their union. The formula for mAP is as follows:

n

1 .
mAP = - ZAP(_]),

j=1

(1)

where n refers to the total number of categories, the average
precision AP is a metric used to quantify the classification
performance of these categories, and it is calculated as the
average of precision rates under different recall rates. More
precisely, AP is defined as fol P(R)dR, where P and R are
calculated using the following equations: P = 775 and
R= TP:';%. Here, P stands for precision, which represents
the likelihood of correctly predicting all positive samples,
and R indicates recall, which is the probability of correctly
detecting all positive samples. The acronyms T'P and F'P
signify correctly classified and misclassified positive samples,
respectively, and F'N denotes misclassified negative samples.

The detection speed is measured using the number of
model parameters, the amount of model computation, and

the number of Frames Per Second (FPS) processed. The
parametric quantity is the sum of parameters in the model,
which affects the memory footprint and the initialization time
of program. The computation volume, also known as the
number of floating-point operations, denotes the number of
multiplications and additions the model needs to perform
during forward inference. This metric reflects the demand of
the model for hardware computational units. The FPS indicates
the number of images that can be processed per second and
is calculated as F'PS = % where s is the time required to
detect a single image.

C. Ablation Studies

a) Feature Extraction Network: Comparative experi-
ments are designed to verify the effectiveness of C2fGhost
module, in terms of lightweight and detection accuracy. The
experiments utilize YOLOvVSs as the benchmark model. In
the control group, YOLOvVSs is reconstructed using estab-
lished light feature extraction networks like MobileNetv2, Mo-
bileNetv3, and ShuffleNetV2. Meanwhile, we incorporate the
C3Ghost module and C2fGhost module to rebuild the feature
extraction network, CSPDarknet, of YOLOVS for comparison
in the experimental group. The experimental results are shown
in Table I.

TABLE I
FEATURE EXTRACTION NETWORKS ABLATION EXPERIMENTS
Methods GFLOPs  Parameters mAP@0.5
yolov3s 18.1 6.87TM 84.02%
yolov5s_MobileNetv2 7.3 3.78M 74.50%
yolov5s_MobileNetv3d 6.7 4.62M 69.29%
yolov5s_ShuffleNetV2 8.4 4.94M 72.11%
yolov5s_C3Ghost 8.6 4.80M 83.58%
yolovSs_C2fGhost 8.5 5.11M 83.79%

The experimental results show that using a lightweight
network as the feature extraction network can significantly re-
duce the model computation. Using the C2fGhost module can
bring a 53% computational reduction for the baseline model.
Meanwhile, the average accuracy of model mean decreases
within 0.5% using the C2fGhost module. The CSPDarknet
network reconstructed using the C2fGhost module exhibits
minimal accuracy loss. Therefore, compared to lightweight
networks such as MobileNet, it better meets the requirements.

b) Feature Fusion Network: The three feature fusion
networks, PANet, BiFPN, and Efficient-RepGFPN, are com-
pared and experimented respectively. The benchmark model
uses YOLOVS5s-P24 and uses a shallow feature detection layer
instead of a deep feature detection layer. The BiFPN feature
fusion network uses the implementation method provided by
the YOLOVS project. The experimental results are shown in
Table II.

Table II shows that the average accuracy improvement using
the Efficient-RepGFPN feature fusion network is significant,
about 2.4% higher than using PANet. Compared to PANet,
BiFPN removes feature fusion paths with a single input,
thereby its computation and number of parameters are reduced.



TABLE 11
FEATURE CONVERGENCE NETWORKS ABLATION EXPERIMENTS
Methods GFLOPs  Parameters mAP®@0.5
YOLOv5s_PANet 18.1 6.87TM 84.48%
YOLOvVS5s_BiFPN 16.5 6.79M 83.36%
YOLOVvS5s_Efficient  22.9 9.05M 86.90%

-RepGFPN

However, due to the lack of features such as weighted feature
map fusion, the average accuracy of the BiFPN network
implementations provided by the YOLOVS project decreases
relative to PANet. Compared with the other two feature fusion
networks, the Efficient-RepGFPN has improved in terms of
computational effort and several parameters.

c) Loss function: To verify the effectiveness of improve-
ment of localization loss function, the CloU loss and the Wise-
IoUv3 loss are compared as the detection effect of localization
loss. All model improvements for the experiments are based on
YOLOVS5s-P24, using a shallow feature detection layer instead
of a deep feature detection layer. Experimental results are
shown in Table III.

TABLE III
LOSS FUNCTION ABLATION EXPERIMENTS
Methods GFLOPs  Parameters mAP®@0.5
yolov5s_CloU 18.1 6.87TM 84.48%
yolov5s_Wise-IoU  18.1 6.87TM 85.13%

Here, the use of Wise-IoUv3 loss improves the accuracy
of model by about 2.5%, resulting in an average accuracy
improvement of about 0.7%. With the Wise-IoUv3 dynamic
non-monotonic focusing mechanism, gradient gains with large
anchor frame outliers are reduced, so as to effectively reduce
harmful gradients due to low-quality prediction results.

Comparative experiments are conducted in this paper to
verify the effectiveness of the C2fGhost module, Efficient-
RepGFPN, shallow feature detection head, and Wise-IoUv3
localization loss. The benchmark model is chosen from
YOLOVSs, the dataset is selected from the TT100K traffic sign
dataset, and the data augmentation method uses the hybrid data
augmentation method proposed in this paper. The experimental
results are shown in Table IV.

The results show that the Efficient-RepGFPN feature fusion
network can significantly improve the average accuracy of traf-
fic sign detection, where all models using Efficient-RepGFPN
achieve a mean average accuracy of 87% or more. The
Efficient-RepGFPN model uses a cascaded fusion structure to
effectively combine low-level and high-level semantic features.
This integration leads to a significant improvement in the
performance of small object detection tasks. The combination
of shallow feature detection heads and C2fGhost module
demonstrates excellent performance in lightweight design.
The comparison of Models E and G shows that, with the
incorporation of a shallow probe layer and the C2fGhost
module, there is a 25% reduction in model computation and

a 31% decrease in the number of parameters. Simultaneously,
the degradation in model accuracy is kept within a threshold
of 0.1%. Using Wise-IoUv3 loss also improves the detection
accuracy, whereas Efficient-RepGFPN significantly enhances
the quality of prediction frame, alleviating the effect of Wise-
IoUv3 dynamic non-monotonic focusing mechanism.

D. Comparison with Other State-of-art Detectors

The NH-YOLOVS5 method is also compared with other state-
of-the-art detection methods to verify the effectiveness of
proposed approach. Here, calculation volume, accuracy, recall,
and inference time are calculated to evaluate the quality and
efficiency of trained network in detecting objects.

As shown in Table V, this paper compares NH-YOLOvVS
with advanced algorithms in the YOLO series. Under the same
implementation settings, NH-YOLOVS exhibits a clear 1.4%
accuracy improvement over YOLOvVSs while reducing com-
putational complexity. Additionally, compared to YOLOV7,
NH-YOLOVS achieves a 0.24% accuracy increase with signif-
icant reductions in computational and parameter requirements.
Furthermore, compared to the latest YOLOv8s, NH-YOLOV5S
maintains a substantial accuracy advantage. Our model also
demonstrates favorable performance in terms of FPS. In
conclusion, compared to other state-of-the-art methods, NH-
YOLOVS has a significant advantage in balancing computa-
tional complexity and accuracy. This makes it more suitable
for real-time traffic sign detection.

Fig. 4. Model Detection Performance Comparison. (a) Image Annotation
Information. (b) YOLOvSs Model Detection Performance. (¢) NH-YOLOvS
Model Detection Performance.

As shown in Figure 4, the first set of images demon-
strates the detection performance for small-scale traffic signs.
Notably, the NH-YOLOvS5 model successfully identifies all
traffic signs with a detection confidence exceeding 0.8. In
contrast, the native YOLOv5s model exhibits a confidence
of only 0.48 for the keep right sign (i5). The second set of
images showcases the detection results for regular-sized traffic
signs. We observed that the NH-YOLOvVSs model achieved a
detection accuracy exceeding 0.9 for all categories of traffic
signs. This performance is significantly superior to that of the
original YOLOvS5s model.



TABLE IV
NH-YOLOVS5 ABLATION EXPERIMENT

Model P2  C2fGhost Efficient-RepGFPN ~ W-IoU  GFLOPs  Parameters P R mAPQ@OQ.5
A Vv 16.3 9.02M 84.82%  81.02% 84.02%
B Vi 18.1 6.87TM 84.69%  80.45% 84.48%
C Vi Vv 8.5 5.11M 84.35%  80.14% 83.79%
D Vi Vv Vv 17.2 6.25M 88.37%  80.80% 87.15%
E Vv Vv 22.9 9.056M 86.62%  82.95% 87.42%
F i i Vv 8.5 5.11M 85.75%  80.69% 84.94%
G v v N v 17.2 6.25M 86.22%  82.98% 87.36%
TABLE V [4] J. Redmon and A. Farhadi, “Yolo9000: better, faster, stronger,” in

COMPARISON EXPERIMENTS OF NH-YOLOVS5 WITH OTHER DETECTORS

Methods Parameters P R mAPQ@0.5 FPS
Mobilenet-SSD 25.067M 32.27%  29.52% 32.00% 22
Faster RCNN 378.5M 73.20% 72.67% 72.88% 18
YOLOVS5s 6.87TM 84.82%  81.02% 84.02% 95
YOLOVT7s 36.49M 85.97%  81.28% 86.44% 24
YOLOVS8s 11.2M 80.80%  76.42% 77.50% 76
YOLOvVI11s 9.4M 81.25%  77.44% 80.12% 83
Ours 6.83M 86.22%  82.98% 87.36% 88
CONCLUSION

This paper proposes NH-YOLOVS, an optimized method
for detecting traffic signs. It addresses challenges such as
poor real-time performance and high miss rate for small-sized
objects in traffic sign detection models during deployment. We
tackled dataset issues by employing probability-based online
Mosaic data augmentation and offline copy-and-paste aug-
mentation, effectively resolving the problems of imbalanced
instances and small object loss. For the YOLOvS model, we
completed the design of C2fGhost module and reconstructed
the feature extraction network of YOLOvS based on this
module. In addition, we utilized Efficient-RepGFPN as the
feature fusion network to achieve the Neck-Heavy network
design. Finally, we used P2 layer features with lower-level
semantic features. This substitution was made instead of using
PS5 layer features and aims to improve the small target detec-
tion capability of the model. These improvements significantly
enhanced the capability of model for small object detection,
inference speed, and accuracy, making NH-YOLOv5 more
suitable for real-time inference on edge platforms.
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